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Abstract 

Fundamental frequency (F0) is a primary cue to vocal emotion, yet in many languages it also 

marks word meaning. This thesis asks whether the freedom with which speakers vary pitch 

for emotion decreases as a language commits more of its pitch system to the lexicon. A 

secondary question asks whether cultural display rules reduce this freedom independently of 

the lexical role of pitch. A lexicon’s reliance on pitch is termed lexical pitch commitment, and 

four languages were placed along this gradient: English and Korean at the low end, Japanese 

with pitch accent, and Mandarin with lexical tone. Korean is pivotal because it shares the 

East Asian background of Japanese and Mandarin yet, like English, makes no lexical use of 

pitch. Comparing English with Korean therefore isolates the cultural factor while lexical 

pitch commitment stays low. In three existing acted corpora, emotional F0 was measured as 

the within-speaker shift from neutral in happy, angry, and sad speech. The measures were 

mean F0, F0 standard deviation, and F0 range, in Lobanov semitones. Shift scores were 

analysed with linear mixed-effects models and planned contrasts. No lexical pitch gradient 

emerged. The central contrast was null on all three measures, and Mandarin, the most 

committed language, shifted more than Japanese, not less, so none of the three predicted 

orderings held. The strongest division instead followed the recording corpus, leaving most 

language comparisons confounded with corpus. The clearest contribution is therefore 

methodological. Cleanly testing the gradient requires a single multilingual corpus recorded 

under one protocol. 
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1 Introduction 

The present thesis is a corpus-based acoustic investigation of emotional speech 

production, focused on encoding rather than listener decoding. It asks whether speakers of 

different languages differ in how flexibly they use fundamental frequency (F0) to encode 

emotion. It investigates whether any such differences are better explained by the lexical role 

of F0, by culture-specific display rules, or by a combination of both. The study compares 

English, Korean, Japanese, and Mandarin across happy, angry, sad, and neutral speech, and 

analyses three F0 measures: mean F0, F0 range, and F0 standard deviation (F0 SD). Neutral 

speech is used as each speaker's baseline, so emotional F0 flexibility is operationalised as the 

size of the within-speaker shift away from neutral. 

Emotional F0 flexibility is the freedom a speaker has to modulate F0 for emotion. It is 

the opposite of the restriction that a language's lexical use of pitch may impose. The degree to 

which a language's lexicon depends on pitch to distinguish words is referred to here as lexical 

pitch commitment. Languages range from those where pitch never distinguishes words to 

those where every syllable carries a lexically specified tone. 

A single acoustic mechanism motivates the study. In many languages fundamental 

frequency, or F0, carries two responsibilities at once. F0 is a major cue to vocal emotion, but 

it is also used by many languages for lexical purposes. If F0 must preserve lexical contrasts, 

speakers may have less freedom to use pitch for affective signalling. At the same time, 

cultures differ in how strongly emotions are expected to be expressed, so cross-language 

differences in emotional F0 may reflect language structure, culture, or both. 

Two gaps make this question worth asking. First, cross-cultural research on vocal 

emotion has produced mixed results about how universal emotional expression is, and almost 

all of that research has studied decoding, how listeners recognise emotion, rather than 

encoding, how speakers produce it. The encoding side is comparatively understudied. 
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Second, the studies that do bear on the question typically compare only two languages, which 

cannot separate the structural properties of a language from the cultural conventions of its 

speakers. 

The present thesis addresses both gaps. It approaches the question from the encoding 

side, and its four-language design attempts to separate the structural and cultural factors that a 

two-language comparison cannot. Because no single corpus covers all four languages, the 

data are drawn from more than one source. The analysis is designed to reduce the influence of 

these differences and to estimate them directly.  

The central research question is whether emotional F0 flexibility decreases as lexical 

pitch commitment increases. A secondary question is whether broader East Asian display 

norms reduce emotional F0 modulation independently of the lexical role of pitch.  

The remainder of the thesis is organised as follows. The background provides an 

overview of the current state of the field and covers studies which provide the backbone of 

this thesis. The methodology then describes the speech corpora and the acoustic measurement 

procedure, the results report the F0 patterns across the four languages, and the discussion and 

conclusion interpret those patterns and consider what they mean for the lexical and cultural 

accounts. 
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2 Background 

2.1 Encoding, decoding, and the Brunswikian lens model 

To study vocal emotion, it is important to distinguish between encoding (production), 

transmission, and decoding (interpretation). This distinction is central to Scherer’s (2003) 

interpretation and adaptation of the Brunswik lens model. In this framework, the acoustic 

signal from the speaker contains what Scherer calls distal cues. Distal cues are encoded 

according to the speaker’s emotional state, and examples are fundamental frequency, 

intensity, duration, spectral energy, and voice quality. These cues are perceived by the listener 

as proximal cues, which are used to infer the speaker’s emotional state. Decoding studies ask 

whether listeners can recognise emotions from the voice, whereas an encoding study asks 

how speakers acoustically realise emotion in the speech signal. Most cross-cultural work on 

vocal emotion has examined decoding, and far less has examined encoding directly. The 

present thesis is therefore concerned with the encoding side of vocal emotion and examines 

how speakers from different language backgrounds modulate F0 when producing emotional 

speech, rather than how listeners perceive or classify those emotions. 

Encoding is subject to two forces, described by Scherer as push and pull. Push refers 

to the emotion-related physiological changes that directly affect the voice. Pull refers to 

language-specific, culture-specific, or socially conventionalised patterns that shape how 

emotion is vocally expressed (Scherer, 1986). Push effects are largely shared across speakers 

because they follow from physiology. Pull effects are where languages and cultures diverge, 

and are therefore the more likely source of cross-linguistic differences in emotional speech. 

The present thesis focuses on two pull effects, the effect of culture and the effect of a 

language’s lexical use of pitch on the encoding of emotion. 
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2.2 Acoustic correlates of vocal emotion 

Emotions are encoded through systematic and reproducible modulation of multiple 

acoustic cues, including fundamental frequency (F0), intensity, speech rate, timing, and voice 

quality (Scherer, Johnstone, & Klasmeyer, 2003). One of the most consistent findings in the 

literature is the effect of an emotion’s arousal level on these cues. High-arousal emotions 

such as anger, fear, and elation are characteristically produced with elevated mean F0, 

increased F0 variability, expanded F0 range, greater vocal intensity, and faster speech rate, 

while low-arousal emotions such as sadness and boredom display the opposite configuration 

(Juslin & Laukka, 2003; Scherer, Johnstone, & Klasmeyer, 2003). These patterns have a 

physiological basis. Emotions produce changes in sympathetic nervous system activation, 

respiration, and laryngeal muscle tension. These changes alter phonation and articulation in 

ways that are measurable in acoustic cues (Scherer, 1986; Scherer, Johnstone, & Klasmeyer, 

2003). 

However, arousal is only one of the factors that cause emotions to be expressed 

differently. Banse and Scherer (1996) provided clear evidence on this point. Their design 

crossed emotion quality with arousal level by including same-family pairs that varied in 

intensity (hot versus cold anger, panic fear versus anxiety). Multivariate discriminant 

analyses on roughly thirty acoustic parameters distinguished the fourteen emotions and 

emotions matched on arousal but differing in quality (e.g., cold anger and sadness) produced 

distinguishable profiles. The acoustic signature of an emotion therefore carries information 

that arousal alone cannot account for. The most comprehensive synthesis of this literature is 

the meta-analysis by Juslin and Laukka (2003), which reviewed 104 studies of vocal 

expression and confirmed that the cross-emotion acoustic patterns are robust across stimuli, 

languages, and laboratories. Emotional speech is therefore multidimensional but patterned. 
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2.3 Fundamental frequency as the central acoustic cue 

Fundamental frequency, or F0, is the central acoustic variable in the present thesis 

because it is both a major cue to emotional expression and the same acoustic cue that many 

languages use for lexical purposes. F0 reflects the rate of vocal fold vibration and is 

perceived as pitch. F0 is responsive to emotion due to its physiological basis. Emotional 

arousal affects F0 through its effects on laryngeal muscle tension, respiration, and subglottal 

air pressure (Scherer, 1986). F0 has consistently emerged as the most informative correlate of 

emotional states (Juslin & Laukka, 2003). 

The present thesis operationalises F0 through three measures, mean F0, F0 range, and 

F0 SD, which together form a standard measurement set in vocal emotion research (Juslin & 

Scherer, 2005). Mean F0 captures global pitch register which represents whether a speaker’s 

voice is generally higher or lower in a given emotional condition. F0 range captures the total 

pitch span of an utterance, usually the distance between the highest and lowest F0 values, and 

is expected to widen as emotional expression becomes stronger. F0 SD captures how much 

F0 varies around the speaker’s average pitch, showing the consistency of pitch movement 

within that span. The two dynamic measures are related, since a speaker who uses a wider 

range will often also show greater variability, but they are not identical. Range is sensitive to 

the most extreme pitch values an utterance reaches, whereas standard deviation reflects the 

overall dispersion of F0 across the whole utterance. Mean F0 therefore tells us whether 

emotion shifts the overall pitch level, whereas F0 range and F0 SD capture the dynamic 

dimension of how a speaker moves through pitch space. 

F0 is not only a paralinguistic cue. It is also the central cue in languages with 

intonational, pitch-accent, and lexical-tone systems that use F0 to express lexical meaning. 

Because pitch carries these two responsibilities in certain languages, such as Mandarin and 

Japanese, a conflict can arise between its affective and its linguistic functions (Scherer, 
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Johnstone, & Klasmeyer, 2003). It is this dual function of F0, as both an affective and a 

linguistic resource, that motivates the present thesis. 

2.4 Cross-cultural and cross-linguistic emotional prosody 

Previous research has shown mixed results about the universality of vocal emotion 

across languages and cultures. On the recognition side, Juslin and Laukka (2003), in their 

meta-analysis, found that vocally expressed emotions are decoded at above-chance accuracy 

across linguistically and culturally distant listeners, with a within-culture advantage. Pell, 

Paulmann, Dara, Alasseri, and Kotz (2009) investigated both encoding and decoding. They 

compared vocal portrayals of six emotions across four languages using pseudo-utterances 

designed to neutralise lexical content, and similarly found that all emotions were recognised 

above chance in every language. They additionally conducted acoustic analysis of the 

utterances and found that F0 was the main acoustic discriminator of emotion categories in 

each of the four languages. 

There is, however, evidence of substantial cultural variation. Scherer, Banse, and 

Wallbott (2001), in a study spanning seven European, North American, and Asian countries 

with portrayals produced by German actors, found an overall recognition accuracy of 66 per 

cent. This is well above chance, but there was sizeable country-level variation, ranging from 

74 per cent accuracy in Germany to 52 per cent accuracy in Indonesia, with a consistent 

pattern of accuracy declining with linguistic distance from German. Elfenbein and Ambady’s 

(2002) dialect theory of emotion expression accounts for this pattern. It states that emotional 

expressions are universally recognisable in their broad outlines but bear culture-specific 

accents that produce a measurable in-group advantage. Subsequent work has shown that this 

in-group advantage extends to vocal expression specifically (Juslin & Laukka, 2003). 

A significant issue with the evidence base of cross-cultural vocal emotion studies is 

that it is focused primarily on the decoding of emotions and not encoding. In their 



11 

comprehensive review, Scherer et al. (2011) conclude that, because of the lack of studies on 

the encoding side, no firm conclusions can yet be drawn about acoustic encoding patterns 

across cultures. A further problem is that observed differences in emotional speech between 

languages may reflect either the structural properties of the language, the conventions of the 

surrounding culture about how vocal emotion should appropriately be expressed, or some 

combination of the two. 

2.5 The tone-constraint hypothesis: Ross, Edmondson, and Seibert (1986) 

The foundational study on which this thesis builds is Ross, Edmondson, and Seibert 

(1986), which proposed the hypothesis that lexical tone restricts the use of F0 for affective 

signalling. Their reasoning was that if tones must be preserved for lexical use, the F0 channel 

available for affective modulation is correspondingly reduced. The present thesis extends this 

hypothesis by replacing Ross et al.’s binary tone versus non-tone comparison with a gradient 

design that varies lexical pitch commitment across four languages. The central hypothesis, 

that languages whose F0 is committed to lexical contrast have less freedom to modulate F0 

for emotion, is inherited directly from Ross et al. 

Ross et al. recorded five male speakers from each of four languages, American 

English, Mandarin, Taiwanese, and Thai. Speakers were asked to produce the sentence “You 

are going to the movies tomorrow” under five emotions: neutral, happy, sad, angry, and 

surprised. From the recordings, twelve acoustic measurements were computed, of which five 

were F0 measures that form the conceptual core of the study. F0 Register is the mean F0 of 

the utterance in semitones, which captures the speaker’s overall pitch level and is insensitive 

to local pitch movement. F0 Variation is the standard deviation of F0 across the utterance and 

measures how widely the speaker moves through pitch space. ΔF0 quantifies how much the 

F0 contour of an emotional utterance deviates locally from the speaker’s own neutral 

utterance. The remaining two, F0 Slope and F0 Attack, are both measures of local F0 
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movement but are of less importance to the present thesis. Of the five, F0 Register is the only 

measure that indexes the global pitch level of the utterance, while the rest index local 

movement of F0. 

Their analyses showed that English surpassed all three tone languages significantly on 

F0 Variation and ΔF0. The fact that F0 Register did not differ between English and the tone 

languages led Ross et al. to conclude that lexical tone permits global shifts in pitch level for 

affective purposes but constrains the local movement of F0. Ross et al.’s study established the 

basic shape of the tone-constraint hypothesis but treated tone as a categorical property. The 

number of tones a language contained did not in fact predict F0 restriction within their 

language sample, and the authors themselves concede that no monotonic relationship between 

tonal inventory size and emotional F0 flexibility holds in their data. More importantly, the 

design includes no pitch-accent language and no East Asian non-tonal control, leaving the 

prosody and culture confound unaddressed. 

2.6 Recent evidence on tone-emotion competition 

More recent work on tonal languages and vocal emotion supports Ross et al.’s central 

hypothesis that lexical tone restricts the use of F0 for affective signalling. Wang, Lee, and 

Ma’s (2018) Mandarin-English comparison is the most recent and most direct extension of 

Ross et al.’s original work. Their study not only provides evidence in support of the lexical 

pitch commitment account but also elaborates on it, showing that the relationship between 

tone and vocal emotion is compensatory. They compared English and Mandarin and 

examined the acoustic realisations of anger, fear, happiness, sadness, and a neutral baseline 

using prosodic, spectral, and electroglottographic (EGG) measures of phonation. Each 

acoustic measure received a shift score that captured how far the cue moved from its neutral 

production. Their main finding is that pitch variation measures were significantly greater for 

English than for Mandarin, while measures of speech rate, spectral shape, and phonation were 
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significantly greater for Mandarin than for English. Wang et al. interpret this as a 

compensatory mechanism. Because F0 is constrained by the demands of carrying lexical 

meaning, Mandarin speakers use more non-F0 channels to express emotion. 

The same pattern of reduced emotional F0 modulation has been extended to pitch-

accent languages. Tickle (2015) compared English and Japanese encoders producing happy, 

sad, angry, fearful, and calm expressions, measuring mean F0, F0 range, F0 SD, and other 

parameters under a balanced cross-cultural design. For three of the five emotions, happy, 

angry, and calm, English speakers produced significantly or near-significantly wider F0 range 

than Japanese speakers, and English angry expressions also showed higher F0 SD. Only 

fearful went in the opposite direction. Tickle herself raises pitch accent as a candidate 

mechanism for the reduced dynamic F0 measures in Japanese, although she interprets the 

overall pattern primarily in terms of cultural display rules and culturally differential vocal 

settings. 

Within-Mandarin work confirms that the underlying mechanism is acoustic 

competition between lexical tone and emotional prosody. Chang et al. (2023) examined how 

anger, fear, happiness, sadness, and a neutral tone of voice affect the acoustics and perception 

of the four Mandarin lexical tones. Their acoustic analyses showed that emotions modulate 

Mandarin tone acoustics in tone-specific and emotion-specific ways, with anger producing 

the most consistent acoustic changes across all four lexical tones. The study does not bear 

directly on the cross-linguistic restriction hypothesis, since it includes no non-tonal language, 

but it provides direct evidence that lexical tone and emotional prosody compete for the same 

acoustic resources in Mandarin. 

Although Wang et al. is a useful extension of Ross et al.’s study, it inherits the same 

confounds. Mandarin and English differ not only in lexical pitch commitment but also in 

culture, so the acoustic gap between them can be explained by either factor. One way to work 
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around this confound is to compare two languages that differ in lexical pitch commitment but 

share a similar cultural background. Li, Jia, Fang, and Dang (2013) compared Mandarin and 

Japanese and reported results opposing the lexical pitch commitment account, with F0 

measures for emotional speech larger in their Mandarin speakers than in their Japanese 

speakers. These results are weak for several reasons. There were only two speakers per 

language, professional Chinese vocal performers were compared with non-professional 

Japanese international students, and the stimuli were highly unbalanced. Even setting these 

problems aside, Li et al. highlight a larger problem. A single two-language comparison, in 

whichever direction the difference runs, cannot separate prosodic constraint from cultural 

display norms. A multiple-language design that can better separate lexical pitch commitment 

from culture is required. 

A consistent methodological thread runs through Ross et al. (1986) and Wang et al. 

(2018) and is adopted for the present thesis. Emotional F0 is measured as a shift from each 

speaker’s own neutral baseline rather than as a raw value. Ross et al. captured this through 

ΔF0, the local deviation of an emotional contour from a neutral one, and Wang et al. extended 

the same logic across multiple acoustic dimensions through their shift-score method. The 

value of a shift measure lies in the fact that speakers differ in where their emotional baseline 

sits. The meaningful quantity is therefore how far each speaker departs from their own neutral 

production. The present thesis adopts this shift-score logic as the core operationalisation of 

emotional F0 flexibility.  

2.7 From binary to gradient: lexical pitch commitment across four languages 

The most common framing in this literature has been the binary distinction between 

tonal and non-tonal languages, on which Ross et al.’s original argument rested. Recent 

typological work has put this contrast under criticism. Hyman (2009) proposes, instead of a 

binary contrast, a gradient based on tonal density. Tonal density is the proportion of syllables 
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or words in a language where pitch is required to distinguish lexical meaning. The present 

thesis adopts the label lexical pitch commitment rather than tonal density, because it makes 

explicit the functional dimension at issue, which is the extent to which a language’s lexicon 

depends on pitch for word identification. In the present thesis, lexical pitch commitment is 

treated as an ordering principle rather than as a quantitative measure. Hyman himself is 

cautious about ranking prosodic systems on a single dimension. However, his own analysis 

treats the endpoints of the continuum as clear and places Tokyo Japanese between English 

and Mandarin on the dimension at hand. 

The four languages under analysis span this dimension from end to end. At the low 

end is English, a language with no lexical pitch function. Pitch participates in intonation, 

focus marking, and discourse organisation, but never distinguishes lexical meaning. The F0 

channel is fully available for paralinguistic use. Alongside English is Korean, which is also 

non-tonal in the same lexical sense. Korean uses F0 at the phrasal level (Jun, 1998), but the 

resulting tonal patterns are conditioned by phrase position and segmental phonology rather 

than stored on individual words, so they carry no lexical function. Japanese lies further along 

the gradient. Words are either accented or unaccented, with accented words carrying a high to 

low tone at a designated mora (Kawahara, 2015). The system uses only two tonal heights, 

assigns at most one accent location per word, and a substantial proportion of the lexicon is 

unaccented and carries no lexical pitch specification. As Tickle’s (2015) results show, 

Japanese encoders produce a narrower F0 range than English encoders, consistent with this 

intermediate placement on the gradient. Mandarin occupies the high end. Every syllable 

carries one of four contour tones, with pitch shape committed to lexical contrast across the 

entire speech stream. 

All four languages use F0 for paralinguistic purposes. The gradient ranks them on 

lexical pitch commitment. The logic is that the further a language sits along this gradient, the 
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more constrained its F0 channel becomes for affective purposes, particularly the dynamic and 

local measures of F0 such as F0 range and variability. If lexical pitch commitment alone 

shapes emotional F0 flexibility, the predicted ordering is English ≈ Korean > Japanese > 

Mandarin. 

2.8 Cultural display rules and the East-West distinction 

Lexical pitch commitment is not the only force acting on F0 modulation in languages. 

Culture, as discussed above, is a well-documented force which effects how emotions are 

encoded acoustically. The distinction between East and West in particular has a long 

empirical tradition and is central to the present thesis. Ekman (1972) proposed that, while 

basic emotional expressions are biologically universal, culture imposes learned display rules 

that govern when and how strongly emotions may be produced. Friesen (1972) tested this 

framework and found that Japanese participants attenuated their facial expressions of 

negative emotion more than US Americans did. 

Matsumoto, Yoo, and Fontaine (2008) examined display rule endorsement across 

thirty-two countries, including South Korea, Japan, and China, and found that collectivist 

Asian countries displayed more restrained expression norms than individualist Western ones, 

with the effect strongest for ego-focused emotions such as anger and joy. Safdar et al. (2009) 

compared Japanese, US American, and Canadian participants on display rules for seven basic 

emotions and reported that Japanese participants showed lower expression of high-power 

emotions, such as anger and happiness, than the two Western groups. The most directly 

relevant evidence for the present thesis is Anolli, Wang, Mantovani, and De Toni’s (2008) 

study, which recorded Chinese and Italian participants producing emotional speech under a 

balanced design. They found that Chinese speakers produced systematically compressed F0 

range, lower F0 variability, and reduced amplitude across emotion categories relative to 
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Italian speakers. They interpreted these acoustic differences as evidence of culturally distinct 

display rules operating at the level of the speech signal. 

Taken in isolation, the cultural display rule account predicts that the East Asian 

languages should cluster together in emotional F0 modulation, giving the ordering English > 

Korean ≈ Japanese ≈ Mandarin, with English standing apart and the three East Asian 

languages patterning together. 

Across the two hypotheses set out so far, the lexical pitch commitment account and 

the cultural display rule account, Korean is the key language. Korean is culturally East Asian. 

Markus and Kitayama (1991) and Mesquita and Walker (2003) both group it with Japan and 

China in the interdependent cluster. Hofstede’s individualism index, a widely used cross-

national measure of the degree to which a culture emphasises individual rather than collective 

goals (Hofstede, 2001), places Korea at 18, lower than China at 20 or Japan at 46, and far 

below Western cultures such as the United States at 91 and the United Kingdom at 89. 

Korean is at the same time low in lexical pitch commitment, as discussed above. Because 

Korean combines East Asian cultural membership with low lexical pitch commitment, it is 

what allows the design of this study to separate the cultural display rule account from the 

lexical pitch commitment account. 

2.9 The present study: research questions and hypotheses 

Building on Ross, Edmondson, and Seibert’s (1986) proposal that lexical tone restricts 

the affective use of F0, the present study tests whether this restriction is better understood as 

a gradient effect than as a binary distinction between tonal and non-tonal languages. The 

central research question is whether emotional F0 flexibility decreases as lexical pitch 

commitment increases. A secondary question is whether broader East Asian display norms 

independently reduce emotional F0 modulation, regardless of the lexical role of pitch. 
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The analysis focuses on three F0 measures: mean F0, F0 range, and F0 SD. The 

strongest prediction concerns the dynamic measures, because lexical pitch systems should 

constrain local or variable pitch movement more strongly than the simple raising or lowering 

of the overall pitch register. 

Three competing predictions are therefore possible. If lexical pitch commitment is the 

primary factor, English and Korean should show the greatest emotional F0 flexibility, 

Japanese an intermediate pattern, and Mandarin the most restricted pattern, giving (H1) 

English ≈ Korean > Japanese > Mandarin. If cultural display rules are the primary factor, 

English should show greater emotional F0 flexibility than the three East Asian languages, 

which should cluster together despite their different prosodic systems, giving (H2) English > 

Korean ≈ Japanese ≈ Mandarin. If cultural and prosodic factors operate independently and 

additively, each language should occupy a distinct position, giving (H3) English > Korean > 

Japanese > Mandarin, with the English to Korean gap estimating the cultural contribution, the 

Korean to Japanese gap estimating the additional contribution of pitch accent, and the 

Japanese to Mandarin gap estimating the additional contribution of full lexical contour tone. 

In this way, the thesis refines the original tone-constraint hypothesis by testing whether 

emotional pitch flexibility decreases gradually with lexical pitch commitment, while also 

evaluating whether cultural restraint provides an alternative or additional explanation. 
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3 Methods 

3.1 Speech corpora 

The data for this study are from three emotional speech corpora that cover the four 

languages. English and Mandarin are taken from the Emotional Speech Dataset (ESD), 

Korean is taken from the Korean Emotional Speech Dataset 2018 (KESDy18), and Japanese 

is taken from the Hiroshima City University Japanese Emotional Speech Corpus (HCUDB1). 

All four language datasets consist of acted emotional speech, which makes them appropriate 

for a controlled acoustic production study of emotion encoding. Permissions were obtained 

for all corpora where required, and the data are used only for academic research purposes. 

All three corpora provide all the emotions used for analysis. The corpora differ in 

recording protocol, speaker population, sampling rate, microphone type, and validation 

procedure. The shift-from-neutral design referenced every emotional production to that same 

speaker’s neutral productions, which removed each speaker’s own baseline. The KESDy18 

and HCUDB1 corpora were subject to a listener validation protocol. For this thesis the actor’s 

intended emotion was the criterion used, not the listener validation criterion. 

3.1.1 Emotional Speech Dataset: English and Mandarin 

The Emotional Speech Dataset (ESD; Zhou, Sisman, Liu, & Li, 2021) is a bilingual 

emotional speech corpus released for voice conversion and speech synthesis research and 

distributed through the HLT Singapore GitHub repository. It comprises recordings from 10 

native English speakers (5 male, 5 female) and 10 native Mandarin speakers (5 male, 5 

female), each producing 350 scripted utterances in each of five emotional conditions: happy, 

sad, neutral, angry, and surprise. Mean utterance duration is 2.9 seconds. Audio is sampled at 

16 kHz with 16 bit resolution. 
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Within each language, all 10 speakers produce the same 350-sentence script in each of 

the five emotional conditions, so within-speaker and within-language comparisons are 

content-matched across emotions. The English and Mandarin scripts, however, are distinct. 

ESD does not provide translation-paired sentences across the two languages. The ESD 

documentation reports that all recordings were made in a studio with professional devices, in 

an indoor environment with a signal-to-noise ratio above 20 dB. The elicitation procedure is 

the same for both languages. For the present thesis, four of the five emotion categories were 

used: happy, angry, sad, and neutral. The surprise category was excluded because it is not 

represented in the other three target corpora. Example tokens are “That I owe my thanks to 

you” for English and “我每个月打一次电话” meaning “I call once a month”. 

3.1.2 Korean Emotional Speech Dataset 2018: Korean 

KESDy18 is documented by Noh et al. (2021) in their study on speech emotion 

recognition across multi-domain datasets. The corpus was developed as part of the Korean 

Emotional Speech Database at the Electronics and Telecommunications Research Institute 

(ETRI) and is distributed through ETRI’s data-sharing platform. It contains Korean acted 

emotional speech produced by 30 voice actors, 15 female and 15 male. Each speaker 

produced 20 scripted sentences for each of the four emotions expressed: angry, happy, 

neutral, and sad. The external microphone subset was used, recorded on a Shure S35 

microphone connected to a computer, and the lower-quality phone microphone subset was 

excluded. All spoken utterances from each speaker for each emotion were used. An example 

token from the corpus is “전화하시는 분은 누구십니까?” meaning “Who is on the phone?”. 

3.1.3 Hiroshima City University Japanese Emotional Speech Corpus: HCUDB1 

The Japanese data are taken from HCUDB1, the first subcorpus of the Hiroshima City 

University Japanese Emotional Speech Corpus. The corpus is distributed by the Speech 
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Resources Consortium of the National Institute of Informatics. HCUDB contains acted 

emotional speech produced by professional voice users, such as narrators and actors, 

speaking the same lines with multiple emotions. HCUDB1 consists of 14 professional 

speakers, 6 male and 8 female, aged from 20 to 60. The recordings were made in a recording 

studio and stored as 48 kHz, 16 bit mono WAV files. 

The corpus design is explicitly anchored to Russell’s (1980) Circumplex Model of 

Affect, with its 11 emotion categories positioned in a two-dimensional arousal and valence 

space. Each of the 14 speakers produced three takes of each of 10 scripted sentences in each 

of the 11 emotional conditions. The speakers were instructed to deliver each utterance in a 

naturalistic and conversational style, and for each of the three takes they were instructed to 

slightly alter each take. An example token is “ありがとう” meaning “thank you”, one of the 

10 sentences in the HCUDB1 script. 

Four of the HCUDB1 emotions, mapped according to Russell’s Circumplex Model of 

Affect, matched this study’s four target emotions. 

Table 1 

HCUDB1 emotion categories mapped to the four target emotions 

Thesis label HCUDB label (ID) Romanization Position in Russell circumplex 

happy 狂喜・楽しい (01) kyōki / tanoshii High arousal positive 

angry 怒り (03) ikari High arousal negative 

sad 憂鬱・悲しい (11) yūutsu / kanashii Low arousal negative 

neutral 冷静 (06) reisei 
Centre, origin of the arousal and 

valence axes 

 

The mapping of 冷静 (reisei, ID 06) onto neutral requires comment. HCUDB places 

reisei at the centre of the Russell (1980) framework, where the arousal and valence axes 

meet, which is the same position the framework assigns to neutral. 
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3.1.4 Corpus summary 

The four language samples are summarised below. 

Table 2 

Summary of the four language samples 

Language Corpus Speakers 
Sex 

(F/M) 
Emotions 

used 
Available per 

speaker/emotion 
Used per 

speaker/emotion 

English ESD 10 5/5 
happy, angry, 

sad, neutral 
350 20 

Mandarin ESD 10 5/5 
happy, angry, 

sad, neutral 
350 20 

Korean KESDy18 30 15/15 
happy, angry, 

sad, neutral 
20 20 

Japanese HCUDB1 14 8/6 
happy, angry, 

sad, neutral 
30 30 

 

3.2 Sampling procedure 

A ceiling of 20 utterances per speaker per emotion was applied, with the exception of 

HCUDB1 as explained below. KESDy18 contains 20 utterances per speaker per emotion, and 

this set the ceiling. 

For ESD, the same 20 sentences were used across all four emotions for every speaker, 

so sentence content was held constant within each language. For KESDy18, all 20 utterances 

per emotion per speaker were used. For HCUDB1, all 30 utterances per speaker per emotion 

were used. HCUDB1 was not capped because its 30 utterances per speaker and emotion are 

three takes each of 10 sentences rather than 30 distinct sentences, so the additional utterances 

are repeated takes rather than new sentence content. 

All speakers in each corpus were kept for analysis. This gave 10 English, 10 

Mandarin, 30 Korean, and 14 Japanese speakers, 64 in total. The male-to-female ratio was 

fairly balanced across the corpora, at 5F/5M, 5F/5M, 15F/15M, and 8F/6M respectively. 
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Table 3 

Dataset size 

Language Speakers Emotions 
Utterances per 

speaker/emotion 
Total 

utterances 

English 10 4 20 800 

Mandarin 10 4 20 800 

Korean 30 4 20 2,400 

Japanese 14 4 30 1,677 

Total 64 4 n/a 5,677 

 

At extraction, three HCUDB1 files contained no voiced frames and were dropped, so 

the dataset used for analysis contained 5,677 utterances rather than the 5,680 the sampling 

scheme would otherwise yield. 

3.3 Acoustic measures 

Three fundamental frequency measures were computed for each utterance, all 

extracted directly in semitones from the Praat pitch object (Section 3.4). Mean F0 indexes the 

speaker’s overall pitch register across an utterance, F0 SD indexes within-utterance 

variability, and the F0 20 to 80 percentile range, hereafter F0 range, indexes the pitch span of 

the utterance. The conceptual basis for these measures, and the distinction between register 

and dynamic movement, is set out in Section 2.3. A percentile range was used in preference 

to a raw maximum to minimum range, because the maximum to minimum range is heavily 

distorted by single-frame outliers. The 20 to 80 range is the most conservative against 

tracking artifacts and is the GeMAPS default (Eyben et al., 2016). F0 was converted from 

Hertz to semitones using the formula ST = 12 × log₂(F0 / reference), with a fixed 100 Hz 

reference applied uniformly across all speakers and measures. 
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3.4 Praat procedure 

F0 measurement was performed in Praat (Boersma & Weenink, 2024), version 6.4.27, 

using a custom script. The script went through all selected audio files, parsed the file name to 

identify speaker, sex, language, corpus, emotion, sentence, and, for HCUDB1, take, created a 

Pitch object using sex-specific settings, extracted the three F0 measures directly in semitones 

from voiced frames, and wrote one row per utterance to a CSV file. 

Pitch was estimated by the autocorrelation method, using Praat’s To Pitch command. 

The analysis time step was left at Praat’s default of 0.0, under which Praat sets the step 

automatically to 0.75 divided by the pitch floor, giving a step of approximately 10 ms for the 

75 Hz male floor and 7.5 ms for the 100 Hz female floor. 

Pitch floor and ceiling were set by speaker sex. The male range was 75 to 300 Hz and 

the female range was 100 to 500 Hz. Sex-specific bounds were used because male and female 

speakers occupy systematically different F0 ranges. Utterances were excluded for only one of 

two reasons. Either the audio file was unreadable or it contained no voiced frames. 

Each measure was obtained from the Pitch object as follows. Mean F0 was obtained 

as the mean in semitones re 100 Hz. F0 SD was obtained as the standard deviation in 

semitones across the voiced frames. The F0 range was obtained as the 80th percentile 

quantile minus the 20th percentile quantile. 

3.5 Data organisation and aggregation 

3.5.1 Data levels 

The analysis used three levels of data, each derived from the previous one. The first 

was the raw utterance level, the direct output of the Praat extraction pipeline, with 

approximately 5,677 rows, one per audio file. Each row held the three F0 measures in 

semitones for that single utterance, together with metadata identifying the corpus, language, 
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speaker, sex, emotion, sentence, and, for HCUDB1, take. The second was the normalised 

utterance level, in which each of the three F0 measures was Lobanov normalised within 

speaker as described in Section 3.5.2. The third was the utterance-level shift, with 

approximately 4,257 rows, in which each non-neutral normalised utterance had that speaker’s 

mean normalised neutral value subtracted from it. This third level was the dataset that entered 

the inferential models. The only role the neutral utterances played in the analysis was in 

forming each speaker’s single neutral baseline, so there was no separate analysed level of 

neutral utterances. 

Table 4 

The three levels of data used in the analysis 

Level Description 
Approximate 

size 
Role 

Raw utterance 

level 
One row per audio file, three F0 

measures in semitones 
~5,677 rows 

Praat extraction output and 

input to normalisation 

Normalised 

utterance level 
Each F0 measure Lobanov 

normalised within speaker 
~5,677 rows 

Input to the shift 

computation 

Utterance-level 

shift 

One row per non-neutral 

utterance, normalised value 

minus speaker’s normalised 

neutral baseline 

~4,257 rows 
Outcome entered into the 

mixed models 

 

3.5.2 Speaker normalisation (Lobanov) 

Before any shift was computed, each of the three F0 measures was normalised within 

speaker following Lobanov (1971). For a given speaker, the normalised value of a measure 

on an utterance was obtained by taking that utterance’s semitone value, subtracting the 

speaker’s mean for that measure, and dividing by the speaker’s standard deviation for that 

measure. The mean and standard deviation were computed across all of that speaker’s 

utterances for that measure, with the emotions pooled. Each of the three measures was 

normalised independently, by its own per-speaker mean and standard deviation. 
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3.5.3 Shift scores 

Following Ross et al. (1986) and Wang et al. (2018), the primary measure was a 

within-speaker shift from neutral. The shift from neutral was computed in two steps at the 

utterance level, on the normalised measures. First, for each speaker a neutral baseline was 

calculated for each measure by taking the mean of that speaker’s normalised neutral 

utterances. Second, this baseline was subtracted from every non-neutral utterance produced 

by that speaker, giving one shift value per non-neutral utterance per measure. This produced 

4,257 utterance-level shift scores, which were entered directly into the models. After the shift 

scores are calculated on the Lobanov-normalised semitones, this unit of measurement is 

referred to from here on as Lobanov semitones. 

3.6 Statistical analysis 

3.6.1 Descriptive statistics 

Descriptive summaries were computed at the speaker level, in Lobanov semitones. 

For each F0 measure, each speaker contributed one mean shift per emotion, summarised 

across speakers as the mean shift, the between-speaker standard deviation, and the number of 

speakers. The accompanying plots show the speaker-level shifts by language and emotion. 

3.6.2 Primary analysis: shift from neutral 

For each of the three F0 measures, a linear mixed-effects model was fit with the 

utterance-level shift as the outcome. The fixed effects were Language (English, Japanese, 

Korean, Mandarin), Emotion (angry, happy, sad, since neutral has been subtracted into the 

baseline), and Sex (female, male), with all interactions up to the three-way Language by 

Emotion by Sex term. The factors were deviation coded, with the contrasts given in Section 

3.6.3. The random effects were a by-speaker intercept and Emotion slope and a by-item 

intercept and Emotion slope. The models were fit using the lmer function in the lme4 and 
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lmerTest packages. Degrees of freedom for the fixed-effect tests were computed by the 

Satterthwaite method. 

Because the outcome is already a shift from neutral, the hypotheses about whether 

languages differ in affective flexibility sit in the Language main effect contrasts, not in the 

Language by Emotion interaction. The interaction asks the secondary question of whether 

those language differences themselves vary across emotions. 

3.6.3 Planned comparisons and hypotheses 

The factors are deviation coded and are given below, with the factor levels in the 

order in which they enter the models. 

Sex has one contrast, named minus F plus M, coding female as minus a half and male 

as plus a half. 

Table 5 

Sex contrast coding 

Sex level -F+M 

F −0.5 

M +0.5 

 

Emotion has two contrasts. The first, named minus S plus AH, sets the two high-

arousal emotions against sadness. The second, named minus A plus H, sets angry against 

happy. This contrast compares the two high-arousal emotions directly, holding arousal 

constant and varying valence. 

Table 6 

Emotion contrast coding 

Emotion level -S+AH -A+H 

angry +1/3 −1/2 

happy +1/3 +1/2 
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Emotion level -S+AH -A+H 

sad −2/3 0 

 

Language has three contrasts. The first, named minus JM plus EK, sets the two low-

commitment languages against the two committed ones. The second, named minus K plus E, 

compares English with Korean. The third, named minus M plus J, compares Japanese with 

Mandarin. 

Table 7 

Language contrast coding 

Language level -JM+EK -K+E -M+J 

English +0.5 +0.5 0 

Japanese −0.5 0 +0.5 

Korean +0.5 −0.5 0 

Mandarin −0.5 0 −0.5 

 

These contrasts map onto the hypotheses directly. Minus JM plus EK tests whether 

the two low-commitment languages together shift more than the two committed ones. Minus 

K plus E is the culture test with lexical pitch held low, since English and Korean match in 

lexical pitch commitment but differ in cultural context. Minus M plus J tests the gradient 

within the committed range. The remaining language comparisons, English and Mandarin 

and Korean and Japanese, and the ESD vs non-ESD contrast, English and Mandarin against 

Japanese and Korean, are handled in the post hoc comparisons. 

The hypotheses predict the following patterns across the Language contrasts. 
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Table 8 

Predicted patterns across the Language contrasts 

Hypothesis Predicted pattern on the language contrasts 

H1: lexical pitch 

commitment 

Low-commitment languages above committed on minus JM plus 

EK, with English close to Korean on minus K plus E, and Mandarin 

below Japanese on minus M plus J 

H2: cultural display rules 
English stands apart from Korean, Japanese, and Mandarin, with 

the difference sharpest for anger 

H3: additive 
A single descending order, English then Korean then Japanese then 

Mandarin 

 

3.6.4 Post hoc comparisons 

The post hoc comparisons were obtained from the fitted models through estimated 

marginal means and were not part of the confirmatory set. The first was the ESD vs non-ESD 

contrast, English and Mandarin against Japanese and Korean, which quantifies the corpus 

confound. The second was English versus Mandarin which is the one comparison that holds 

corpus constant. The third was Japanese versus Korean, reported with the caveat that the two 

come from different corpora. English versus Mandarin and Japanese versus Korean were also 

examined within each emotion. Korean versus Mandarin and English versus Japanese were 

not examined, because each crosses both the corpus boundary and more than one step of the 

gradient at once. 

3.6.5 Reporting and interpretation 

For each contrast the report gives the estimate, a 95% confidence interval, and the p 

value, all in Lobanov semitones. Two multiple comparison corrections were applied over two 

separate families. The three primary models were Bonferroni-adjusted across the number of 

models, so each primary p value was multiplied by three. The post hoc comparisons were 

corrected separately, by the Bonferroni method within their own set. 
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4 Results 

This chapter reports the analysis of emotional F0 modulation in the four languages. 

All values are shifts from neutral, measured in Lobanov semitones. The descriptive pattern is 

presented first. The model results follow, with the confirmatory contrasts reported before the 

post hoc comparisons. The corpus difference is measured in the post hoc section. 

4.1 Descriptive results 

The speaker-level shifts are summarised in Table 9 and shown by language and 

emotion in Figures 1 to 3. 

These descriptive patterns are the starting point for the analysis that follows. The 

models in the next sections test the study's hypotheses directly. They ask whether emotional 

F0 flexibility decreases along the gradient of lexical pitch commitment, and whether English 

and Korean differ in a way that points to culture rather than lexical pitch. 

Table 9 

Shift from neutral by language and emotion 

Language Happy Angry Sad n 

Mean F0 

English +2.00 (0.34) +1.14 (0.42) +0.50 (0.59) 10 

Mandarin +1.94 (0.57) +1.59 (0.80) +0.90 (0.75) 10 

Korean +1.57 (0.36) +1.31 (0.56) +0.22 (0.69) 30 

Japanese +1.73 (0.25) +0.40 (0.43) +0.47 (0.51) 14 

F0 SD 

English +1.39 (0.64) +0.63 (0.55) −0.16 (0.67) 10 

Mandarin +0.90 (0.58) +0.91 (0.99) +0.00 (1.09) 10 

Korean +0.35 (0.49) +0.20 (0.61) −0.39 (0.68) 30 

Japanese +0.26 (0.50) +0.17 (0.34) −0.51 (0.40) 14 

F0 range (20–80) 

English +1.49 (0.61) +0.64 (0.51) −0.01 (0.70) 10 

Mandarin +0.80 (0.50) +0.80 (0.85) −0.35 (0.91) 10 
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Language Happy Angry Sad n 

Korean +0.21 (0.46) −0.08 (0.56) −0.73 (0.52) 30 

Japanese +0.08 (0.45) +0.03 (0.35) −0.68 (0.37) 14 

Note. Shift from neutral, in Lobanov semitones. Each cell is the mean across speakers with 

the between-speaker standard deviation in parentheses, and n is the number of speakers. A 

positive value sits above the speaker’s neutral baseline, a negative value below it. Languages 

are ordered by corpus, with the two ESD languages (English, Mandarin) first. 

Figure 1 

Mean F0 shift distributions by language and emotion 

 

Note. Each box shows the speaker-level distribution of shift-from-neutral scores (Lobanov 

semitones) for one emotion, with the four languages ordered by corpus and the two ESD 

languages (English, Mandarin) shown first. The dashed line marks no change from the 

neutral baseline. Circles mark outliers. 
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Figure 2 

F0 SD shift distributions by language and emotion 

 

Note. Each box shows the speaker-level distribution of shift-from-neutral scores (Lobanov 

semitones) for one emotion, with the four languages ordered by corpus and the two ESD 

languages (English, Mandarin) shown first. The dashed line marks no change from the 

neutral baseline. Circles mark outliers. 

Figure 3 

F0 range (20–80) shift distributions by language and emotion 

 

Note. Each box shows the speaker-level distribution of shift-from-neutral scores (Lobanov 

semitones) for one emotion, with the four languages ordered by corpus and the two ESD 

languages (English, Mandarin) shown first. The dashed line marks no change from the 

neutral baseline. Circles mark outliers. 
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4.2 Confirmatory contrasts 

The confirmatory results come from three linear mixed-effects models, one for each 

F0 measure. Each model was fitted to the utterance-level shift scores, not to the speaker 

means used in the descriptives. The planned contrasts are reported with their estimate, a 95% 

confidence interval, and a p-value. All p-values are Bonferroni-adjusted across the three 

models, so each one is multiplied by three. The full set of contrasts for each model is given in 

Table 10, and the estimated marginal means are shown in Figures 4 to 6. 

4.2.1 Language contrasts 

The first contrast tests whether the two low-commitment languages, English and 

Korean, shifted more than the two committed languages, Japanese and Mandarin, given the 

average emotion and sex. This difference was not significant on any of the three measures. 

On F0 range the estimated difference was 0.13 Lobanov semitones (95% CI = [−0.14, 0.41], 

t(89.44) = 0.95, p = 1.00). On F0 SD it was 0.04 (95% CI = [−0.26, 0.34], t(80.81) = 0.28, p = 

1.00). On mean F0 it was −0.04 (95% CI = [−0.29, 0.20], t(97.11) = −0.36, p = 1.00). As none 

of these differences were significant, we cannot conclude whether the two low-commitment 

languages differ from the two committed languages in the size of their emotional F0 shift. 

The second contrast compares English and Korean. The two sit at the same low end of 

the lexical pitch commitment gradient and differ in cultural background. English shifted 

significantly more than Korean on both dynamic measures. On F0 range the estimated 

difference was 0.91 Lobanov semitones (95% CI = [0.55, 1.27], t(88.01) = 4.97, p < .001). 

On F0 SD it was 0.57 (95% CI = [0.17, 0.96], t(79.52) = 2.83, p = .018). We conclude that 

English produces larger emotional shifts than Korean on the two dynamic measures, given 

the average emotion and sex. On mean F0 the estimated difference was 0.18 (95% CI = 

[−0.14, 0.49], t(95.31) = 1.12, p = .802). As this difference was not significant, we cannot 
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conclude whether English and Korean differ in their mean F0 shift. English is drawn from 

ESD and Korean from KESDy18, so this comparison is confounded with corpus. 

The third contrast compares Japanese and Mandarin, the two languages at the 

committed end of the gradient. Mandarin shifted significantly more than Japanese on all three 

measures. On mean F0 the estimated difference was 0.61 Lobanov semitones in Mandarin's 

favour (95% CI = [0.25, 0.98], t(98.35) = 3.28, p = .004). On F0 SD it was 0.61 (95% CI = 

[0.16, 1.07], t(81.75) = 2.67, p = .028). On F0 range it was 0.59 (95% CI = [0.17, 1.01], 

t(90.44) = 2.79, p = .020). We conclude that Mandarin produces larger emotional shifts than 

Japanese on all three measures, given the average emotion and sex. The gradient placed 

Mandarin lowest of the four languages, as the most committed, so this result runs in the 

opposite direction. Japanese is drawn from HCUDB1 and Mandarin from ESD, so this 

comparison is confounded with corpus. 

Taken together, the three planned contrasts do not show the predicted gradient on any 

measure. The two low-commitment languages did not shift more than the two committed 

languages, so the central contrast was null throughout. Within the low end, English shifted 

more than Korean rather than matching it. Within the committed end, Mandarin shifted more 

than Japanese rather than less. The gradient predicted English and Korean to sit together at 

the top and Mandarin to sit at the bottom, and neither held. 

4.2.2 Emotion contrasts 

The first emotion contrast sets the two high-arousal emotions, happy and angry, 

against sad. On all three measures the two high-arousal emotions shifted further from neutral 

than sad. On F0 range the average of happy and angry was 0.94 Lobanov semitones above 

sad (95% CI = [0.82, 1.06], t(65.24) = 15.62, p < .001). On F0 SD it was 0.87 (95% CI = 

[0.71, 1.03], t(64.39) = 10.57, p < .001). On mean F0 it was 0.94 (95% CI = [0.78, 1.10], 

t(57.85) = 11.48, p < .001). We conclude that happy and angry together produce larger 
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emotional F0 shifts than sad in the population, on all three measures. This is an expected 

arousal effect, not one of the language comparisons the hypotheses test. 

The second emotion contrast sets happy against angry. Happy shifted further from 

neutral than angry on all three measures. On F0 range the estimated difference was 0.30 

Lobanov semitones (95% CI = [0.15, 0.46], t(79.02) = 3.83, p < .001). On F0 SD it was 0.25 

(95% CI = [0.09, 0.41], t(71.68) = 3.10, p = .008). On mean F0 it was 0.70 (95% CI = [0.53, 

0.87], t(60.25) = 8.08, p < .001). We conclude that happy produces larger emotional F0 shifts 

than angry on all three measures. Like the arousal contrast, this is a difference between 

emotions rather than one of the language comparisons the hypotheses test. 

4.2.3 Sex 

The main effect of sex tests whether men and women differed in the size of their 

emotional F0 shift, given the average language and emotion. It was not significant on any of 

the three measures. On F0 range the estimated difference, taken as male minus female, was 

0.29 Lobanov semitones (95% CI = [0.06, 0.52], t(55.73) = 2.44, p = .054). On F0 SD it was 

0.24 (95% CI = [−0.02, 0.51], t(55.76) = 1.78, p = .242). On mean F0 it was 0.07 (95% CI = 

[−0.13, 0.27], t(55.77) = 0.69, p = 1.00). The F0 range difference was the closest to 

significance, at a corrected p of .054. As none of the three reached significance, we cannot 

conclude whether men and women differ in the size of their emotional F0 shift. 

Table 10 

Confirmatory contrasts from the models 

Contrast 

Estimate 

(Lobanov 

semitones) 

95% CI p 

Mean F0 

-JM+EK (low vs committed) -0.04 [-0.29, 0.20] 1.00 

-K+E (English vs Korean) 0.18 [-0.14, 0.49] .802 

-M+J (Japanese vs Mandarin) -0.61 [-0.98, -0.25] .004 
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Contrast 

Estimate 

(Lobanov 

semitones) 

95% CI p 

-S+AH (high arousal vs sad) 0.94 [0.78, 1.10] <.001 

-A+H (happy vs angry) 0.70 [0.53, 0.87] <.001 

-F+M (male vs female) 0.07 [-0.13, 0.27] 1.00 

F0 SD 

-JM+EK (low vs committed) 0.04 [-0.26, 0.34] 1.00 

-K+E (English vs Korean) 0.57 [0.17, 0.96] .018 

-M+J (Japanese vs Mandarin) -0.61 [-1.07, -0.16] .028 

-S+AH (high arousal vs sad) 0.87 [0.71, 1.03] <.001 

-A+H (happy vs angry) 0.25 [0.09, 0.41] .008 

-F+M (male vs female) 0.24 [-0.02, 0.51] .242 

F0 range 

-JM+EK (low vs committed) 0.13 [-0.14, 0.41] 1.00 

-K+E (English vs Korean) 0.91 [0.55, 1.27] <.001 

-M+J (Japanese vs Mandarin) -0.59 [-1.01, -0.17] .020 

-S+AH (high arousal vs sad) 0.94 [0.82, 1.06] <.001 

-A+H (happy vs angry) 0.30 [0.15, 0.46] <.001 

-F+M (male vs female) 0.29 [0.06, 0.52] .054 

Note. Each value is a contrast estimate from the model coefficients, in Lobanov semitones. In 

each contrast name a plus marks one level and a minus marks the other, and a positive 

estimate means the plus level shifted more than the minus level. For example, on −K+E a 

positive estimate means English shifted more than Korean, and on −M+J a negative estimate 

means Mandarin shifted more than Japanese. The 95% confidence intervals are nominal. The 

p-values are Bonferroni-adjusted across the three models, each multiplied by three. 

Table 11 summarises the fixed effects for the three models, with the planned contrasts 

and the interactions that reached significance. For reasons of space the full summary, 

including the non-significant interactions, is given in Table A1 in the appendix. 
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Table 11 

Fixed-effects regression summary: planned contrasts and significant terms 

Term Estimate SE df t p 

Mean F0 

Intercept 1.15 0.06 97.10 18.61 < .001 

Language: low vs committed −0.04 0.12 97.10 −0.36 .719 

Language: English vs Korean 0.18 0.16 95.30 1.12 .267 

Language: Japanese vs Mandarin −0.61 0.19 98.34 −3.28 .001 

Emotion: high arousal vs sad 0.94 0.08 57.86 11.48 < .001 

Emotion: happy vs angry 0.70 0.09 60.21 8.08 < .001 

Sex: male vs female 0.07 0.10 55.77 0.69 .493 

Low vs committed × high arousal vs 

sad 
0.41 0.16 57.86 2.52 .014 

English vs Korean × happy vs angry 0.61 0.23 60.81 2.68 .010 

Japanese vs Mandarin × happy vs 

angry 
0.97 0.26 59.75 3.73 < .001 

High arousal vs sad × male vs female 0.34 0.16 55.87 2.10 .040 

Happy vs angry × male vs female −0.53 0.17 55.61 −3.13 .003 

Japanese vs Mandarin × happy vs 

angry × male vs female 
1.37 0.51 54.93 2.71 .009 

F0 SD 

Intercept 0.32 0.08 80.79 4.14 < .001 

Language: low vs committed 0.04 0.15 80.79 0.28 .784 

Language: English vs Korean 0.57 0.20 79.51 2.83 .006 

Language: Japanese vs Mandarin −0.61 0.23 81.73 −2.67 .009 

Emotion: high arousal vs sad 0.87 0.08 64.38 10.57 < .001 

Emotion: happy vs angry 0.25 0.08 71.68 3.10 .003 

Sex: male vs female 0.24 0.14 55.75 1.78 .081 

English vs Korean × high arousal vs 

sad 
0.50 0.22 65.26 2.32 .024 

Low vs committed × happy vs angry 0.39 0.16 71.68 2.39 .019 

English vs Korean × happy vs angry 0.61 0.22 73.10 2.83 .006 

Low vs committed × male vs female −0.61 0.27 55.75 −2.23 .030 

Japanese vs Mandarin × happy vs 

angry × male vs female 
1.42 0.44 53.69 3.19 .002 
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Term Estimate SE df t p 

F0 range 

Intercept 0.19 0.07 89.44 2.69 .009 

Language: low vs committed 0.13 0.14 89.44 0.95 .343 

Language: English vs Korean 0.91 0.18 88.02 4.97 < .001 

Language: Japanese vs Mandarin −0.59 0.21 90.44 −2.79 .007 

Emotion: high arousal vs sad 0.94 0.06 65.24 15.62 < .001 

Emotion: happy vs angry 0.30 0.08 79.02 3.83 < .001 

Sex: male vs female 0.29 0.12 55.73 2.44 .018 

Japanese vs Mandarin × high arousal 

vs sad 
−0.42 0.18 63.39 −2.30 .024 

Low vs committed × happy vs angry 0.53 0.16 79.02 3.36 .001 

English vs Korean × happy vs angry 0.56 0.21 80.79 2.66 .009 

Low vs committed × male vs female −0.59 0.24 55.73 −2.44 .018 

Japanese vs Mandarin × happy vs 

angry × male vs female 
1.14 0.41 53.98 2.78 .007 

Note. For reasons of space this table reports the intercept, the six planned contrasts, and the 

interactions that reached significance. The full fixed-effects summary, including the non-

significant interactions, is given in Table A1 in the appendix. Each value is a fixed-effect 

coefficient from the corresponding linear mixed-effects model, and the factors were coded so 

that each coefficient is the contrast named in its row. All values are in Lobanov semitones. SE 

is the standard error. The degrees of freedom use the Satterthwaite approximation. The p 

values are uncorrected. 
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Figure 4 

Estimated marginal mean F0 shift by language and emotion 

 

Note. Points are the estimated marginal means from the mean F0 model, in Lobanov 

semitones, and the bars are their 95% confidence intervals. The four languages are shown by 

colour, as in the legend. The dashed line marks no change from neutral. Overlap between the 

bars is not a test of the contrasts, which are reported in Table 10. 

Figure 5 

Estimated marginal F0 SD shift by language and emotion 

 

Note. Points are the estimated marginal means from the F0 SD model, in Lobanov semitones, 

and the bars are their 95% confidence intervals. The four languages are shown by colour, as 
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in the legend. The dashed line marks no change from neutral. Overlap between the bars is not 

a test of the contrasts, which are reported in Table 10. 

Figure 6 

Estimated marginal F0 range shift by language and emotion 

 

Note. Points are the estimated marginal means from the F0 range model, in Lobanov 

semitones, and the bars are their 95% confidence intervals. The four languages are shown by 

colour, as in the legend. The dashed line marks no change from neutral. Overlap between the 

bars is not a test of the contrasts, which are reported in Table 10. 

4.3 Post hoc comparisons 

The comparisons in this section were not part of the confirmatory set. They were 

obtained from the same three models, through their estimated marginal means. Three are 

reported. The first is the ESD vs non-ESD contrast. The second is English against Mandarin, 

the one language pair that holds the corpus constant. The third is Japanese against Korean. 

The p-values are Bonferroni-adjusted within this set, separately from the correction applied to 

the confirmatory models. The results are given in Tables 12 and 13. 
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Table 12 

Post hoc language comparisons, overall 

Comparison Estimate 95% CI p 

Mean F0 

Corpus axis (EM vs JK) 0.40 [0.15, 0.64] .004 

English vs Mandarin -0.26 [-0.63, 0.11] .488 

Japanese vs Korean -0.17 [-0.49, 0.14] .850 

F0 SD 

Corpus axis (EM vs JK) 0.59 [0.29, 0.89] <.001 

English vs Mandarin 0.02 [-0.45, 0.48] 1.00 

Japanese vs Korean -0.07 [-0.44, 0.31] 1.00 

F0 range 

Corpus axis (EM vs JK) 0.75 [0.48, 1.02] <.001 

English vs Mandarin 0.29 [-0.13, 0.71] .518 

Japanese vs Korean 0.03 [-0.33, 0.38] 1.00 

Note. Language comparisons from estimated marginal means, averaged over emotion and 

sex. The ESD vs non-ESD contrast sets the two ESD languages (English, Mandarin) against 

the two non-ESD languages (Japanese, Korean) and quantifies the corpus confound. 

Confidence intervals are nominal 95% intervals; p-values are Bonferroni-adjusted across the 

three comparisons. Japanese versus Korean is corpus-confounded and is not a clean language 

comparison. 

4.3.1 The ESD vs non-ESD contrast 

The first post hoc comparison is the ESD vs non-ESD contrast. It sets the two ESD 

languages, English and Mandarin, against the two non-ESD languages, Japanese and Korean, 

averaged over emotion and sex. The difference was significant on all three measures (Table 

12), with the two ESD languages shifting more in every case. On F0 range the estimated 

difference was 0.75 Lobanov semitones (95% CI = [0.48, 1.02], p < .001). On F0 SD it was 

0.59 (95% CI = [0.29, 0.89], p < .001). On mean F0 it was 0.40 (95% CI = [0.15, 0.64], p = 
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.004). We conclude that the two ESD languages produced larger emotional F0 shifts than the 

two non-ESD languages. 

Here the languages are split by corpus, English and Mandarin against Japanese and 

Korean. The ESD vs non-ESD contrast matters because each language is drawn from only 

one corpus, so this difference is the size of the confound that sits underneath every 

comparison between an ESD language and a non-ESD language. That includes the two 

significant planned contrasts in Section 4.2.1, English above Korean and Mandarin above 

Japanese, both of which cross the corpus boundary. 

4.3.2 English versus Mandarin 

English and Mandarin are the only language pair drawn from the same corpus, ESD, 

so this is the one comparison in the design that holds corpus constant. Averaged over emotion 

and sex, the two did not differ significantly on any of the three measures (Table 12). On F0 

range the estimated difference, taken as English minus Mandarin, was 0.29 Lobanov 

semitones (95% CI = [−0.13, 0.71], p = .518). On F0 SD it was 0.02 (95% CI = [−0.45, 0.48], 

p = 1.00). On mean F0 it was −0.26 (95% CI = [−0.63, 0.11], p = .488). As none of these 

reached significance, we cannot conclude whether English and Mandarin differ in the size of 

their emotional F0 shift averaged across emotions. Because this average pools the three 

emotions, the comparison within each emotion is reported next (Table 13). 

Table 13 

English versus Mandarin by emotion 

Emotion Estimate 95% CI p 

Mean F0 

Happy 0.07 [-0.31, 0.44] 1.00 

Angry -0.45 [-0.93, 0.02] .124 

Sad -0.40 [-1.00, 0.21] .393 

F0 SD 
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Emotion Estimate 95% CI p 

Happy 0.49 [0.00, 0.98] .097 

Angry -0.28 [-0.82, 0.26] .619 

Sad -0.16 [-0.82, 0.49] 1.00 

F0 range 

Happy 0.69 [0.22, 1.17] .008 

Angry -0.16 [-0.65, 0.33] 1.00 

Sad 0.34 [-0.19, 0.88] .408 

Note. English versus Mandarin within each emotion. English and Mandarin share the ESD 

corpus, so this is the one corpus-controlled language comparison in the design. Confidence 

intervals are nominal 95% intervals; p-values are Bonferroni-adjusted across the two 

comparisons tested within each emotion. 

Within each emotion, the one significant difference between English and Mandarin 

was on F0 range at happy, where English shifted more by 0.69 Lobanov semitones (95% CI = 

[0.22, 1.17], p = .008). This is the only language comparison in the design that holds corpus 

constant. The remaining cells are given in Table 13 and none reached significance. 

4.3.3 Japanese versus Korean 

The third comparison is Japanese against Korean. Averaged over emotion and sex, the 

two did not differ significantly on any of the three measures (Table 12). On F0 range the 

estimated difference, taken as Japanese minus Korean, was 0.03 Lobanov semitones (95% CI 

= [−0.33, 0.38], p = 1.00). On F0 SD it was −0.07 (95% CI = [−0.44, 0.31], p = 1.00). On 

mean F0 it was −0.17 (95% CI = [−0.49, 0.14], p = .850). As none reached significance, we 

cannot conclude whether Japanese and Korean differ in the size of their emotional F0 shift 

averaged across emotions. This average pools the three emotions, and the emotions did not 

behave alike. At anger, Korean shifted more than Japanese on mean F0, by about 0.91 

Lobanov semitones, which was the one Japanese versus Korean difference to reach 

significance in the by emotion comparisons. The other cells were small and not significant. 
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Japanese is drawn from HCUDB1 and Korean from KESDy18, so this comparison is 

confounded with corpus. The difference at anger is real but cannot be assigned to language 

rather than corpus. 
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5 Discussion 

5.1 Overview 

This thesis set out to answer one main question. Does the freedom with which 

speakers vary their fundamental frequency (F0) to express emotion become smaller as a 

language commits more of its pitch system to marking word meaning? As well as this a 

second question was asked. If such a pattern does exist, can it be separated from the broader 

cultural restraint in emotional expression that is often associated with East Asian cultures? To 

address both questions, the study compared emotional F0 shifts across four languages chosen 

to span a gradient of lexical pitch commitment. Three accounts predicted different orderings 

of emotional F0 flexibility across these languages. The lexical pitch commitment account 

predicted English ≈ Korean > Japanese > Mandarin. The cultural display rule account 

predicted English > Korean ≈ Japanese ≈ Mandarin. The additive account predicted English > 

Korean > Japanese > Mandarin. The design was built to separate the first two accounts. 

Korean was central to this, because it is culturally East Asian like Japanese and Mandarin yet 

commits little of its pitch system to lexical contrast like English, so a comparison of English 

with Korean would hold lexical pitch low on both sides and isolate culture. 

The results can be stated in three points. First, the observed pattern matched none of 

the three orderings. Second, the strongest structure in the data followed the recording corpus 

boundary rather than any language ordering. The two languages from the Emotional Speech 

Dataset, English and Mandarin, shifted more than the two languages from the separate non-

ESD corpora, Korean and Japanese, by 0.75 Lobanov semitones on F0 range, 0.59 on F0 SD, 

and 0.40 on mean F0. Third, the one language comparison that holds the corpus constant, 

English against Mandarin within ESD, produced a single significant difference, with English 

shifting more than Mandarin on F0 range at happy. It is important to note that the structure of 

the results following the corpus boundary does not mean that it was caused by the corpus. 
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The results show that the methodology was sensitive enough to pick up and measure 

differences in emotion. The two higher arousal emotions, happy and angry, shifted further 

from neutral than sad on all three measures, and happy shifted further than angry on all three. 

Taken together, happy and angry sat above sad by 0.94 Lobanov semitones on F0 range, 0.87 

on F0 SD, and 0.94 on mean F0, all at p < .001. This is the arousal pattern that earlier work 

leads us to expect (Juslin & Laukka, 2003; Banse & Scherer, 1996). This shows us that the 

push side of encoding or the direct effect of the emotional state on the voice is intact (Scherer, 

1986). However, this does not mean that we can attribute the differences between languages 

to the pull effects or their differences in linguistics or culture.  

5.2 The predicted orderings and the language contrasts 

This section evaluates the three predicted accounts against the data for each of the 

three measures. On the dynamic measures, F0 range and F0 SD, the order the languages fell 

into was English first, then Mandarin, then Korean and Japanese together at the bottom. The 

important point is that Mandarin came second, not last, which no account predicted. It must 

be noted and kept in mind throughout this section that only English and Mandarin held the 

corpus constant.  

5.2.1 H1, the lexical pitch commitment gradient does not appear 

The clearest test of the lexical pitch commitment account is whether the two 

languages low in lexical pitch commitment, English and Korean, showed larger emotional 

shifts as a pair than the two languages that commit more pitch to word meaning, Japanese and 

Mandarin. This contrast was null on all three measures. On F0 range the difference was 0.13 

Lobanov semitones, on F0 SD it was 0.04, and on mean F0 it was minus 0.04, with all three 

at p = 1.000 and every interval spanning zero. The two low-commitment languages as a pair 
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did not shift any more than the two committed languages on any measure. The central 

prediction of the lexical pitch commitment account therefore did not appear in the data. 

There is a second result that also acts against the lexical pitch commitment account. 

As Mandarin commits the most pitch to word meaning it was predicted that it would be 

placed last along the gradient. The opposite to this was found. Mandarin shifted more than 

Japanese on all three measures, by 0.61 on mean F0 (p = .004), 0.61 on F0 SD (p = .028), and 

0.59 on F0 range (p = .020). The most committed language moved more than the intermediate 

one, the reverse of the prediction. This contrast is corpus confounded, so no conclusions can 

be attributed to language alone. It points the same way as the central result, against the lexical 

pitch commitment account. 

These results point to the absence of a lexical pitch commitment gradient. Not only 

did the central comparison miss significance, but the values also sat near zero. Because the 

estimates sit near zero rather than only missing significance, a real gradient hidden by the 

small sample size is unlikely. This absence may not be a surprise. Hyman (2009) argues that 

labels such as tone, pitch accent and stress are too coarse to guarantee that languages line up 

in a single ordering in how they use pitch for emotion. Therefore, the lack of a clean gradient 

here fits his caution. 

5.2.2 H2, the cultural display rule account 

The cultural display rule account’s general shape can be made from the data but with 

one massive caveat. The shape it predicted is English standing high while the East Asian 

languages sit low together, and part of that shape is present. English shifted more than Korean 

on the dynamic measures, by 0.91 on F0 range (p < .001) and 0.57 on F0 SD (p = .018), 

though not on mean F0, where the difference was 0.18 and not significant (p = .802). Korean 

and Japanese patterned together on all three measures, with no significant difference between 

them. The English to Korean comparison has the shape that H2 expected and is a key 



48 

comparison the whole design was built to carry, the one meant to separate culture from 

lexical pitch with both languages held low on pitch commitment.  

Mandarin is the one massive caveat that breaks the H2 account. H2 placed Mandarin 

inside a low movement East Asian group, but Mandarin joined English on the high side of the 

dynamic measures and shifted more than Japanese overall, as set out in Section 5.2.1. English 

and Mandarin did not differ significantly on any of the three measures, with p values of .518 

on F0 range, 1.000 on F0 SD, and .488 on mean F0. The one language that should have 

stayed low, if cultural restraint were the cause, was instead among the largest movers. 

5.2.3 H3, the additive account 

H3 needed three ordered steps, one between each adjacent pair, and the data supply at 

most one of them. 

The first step, English above Korean, is a cultural step and is the one that the data 

suggests is borne out. The estimates are provided in 5.2.2. However, this step is confounded 

by corpus. The second step, Korean above Japanese, is absent. This was the step the account 

built on the difference in pitch accent between the two and is grounded in work on Japanese 

and Korean prosody (Jun, 1998; Kawahara, 2015). The two did not differ on any of the three 

measures, with p values of 1.000 on both F0 range and F0 SD and .850 on mean F0. The third 

step, Japanese above Mandarin, runs the wrong way. Mandarin shifted more than Japanese, as 

shown in Section 5.2.1, which is the opposite of what H3 predicted. 

Taken together, two of the three steps fail outright and the one that holds is corpus 

confounded, so the staircase does not stand. Li et al. (2013) bears on the reversed third step. 

They compared Mandarin and Japanese and, like the present study, found larger emotional F0 

movement in Mandarin, though their sample was small and unbalanced in training. Even so, 

the agreement in direction matters, since it suggests the reversal is not unique to the present 

sample, and a step that runs the wrong way contradicts the descending order rather than 
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merely failing to support it. The additive account made the strongest demand of the three, a 

real difference at every step with all of them in the same direction, and the data return a 

confounded step, a flat one, and a reversed one. 

5.3 Corpus partition  

5.3.1 Cross-corpus comparability 

Combining three corpora is only sound if they match in the ways that matter for the 

question, and in their core design they do. All three contain acted emotional speech, all three 

include the four emotions the study needs, and all three have a reasonable balance of male 

and female speakers. These shared features are what make a single combined analysis 

reasonable. 

Where the three differ is in how they were recorded. They used different sampling 

rates, different microphones and rooms, different ways of choosing and instructing speakers, 

different styles of delivery, and different checks on whether the intended emotion came 

through. These differences fall into two kinds, and the design handles the two kinds very 

differently. 

The first kind changes a speaker’s signal as a whole. The sampling rate, the 

microphone and the room all move the recorded pitch of every utterance by that speaker up or 

down together. The shift-from-neutral measure removes this kind almost entirely. Each 

emotional utterance is expressed relative to the same speaker’s own neutral, recorded on the 

same equipment in the same session, so anything that moves the whole signal sits in both 

values and cancels in the difference. This is what makes it fair to place speakers from 

different corpora on one scale, and it is the reason the study can compare them at all. 

The second kind changes the size of the emotional shift itself. Whether speakers are 

trained performers, how naturally they were asked to deliver each line, and how the 

recordings were screened all affect how far a speaker moves from neutral when expressing an 
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emotion. The shift-from-neutral measure does not remove this kind, because it acts on the 

shift rather than on the baseline. A corpus that draws larger shifts from its speakers will still 

show larger shifts after the subtraction. The within-speaker measure therefore makes the 

corpora comparable on the level of the voice, but it cannot remove a difference in 

expressiveness that travels with the corpus. 

5.3.2 Interpreting the corpus boundary 

The previous sections showed that none of the three accounts described the data. This 

section focuses on the largest and clearest way the data is structured being the corpus 

boundary. The two ESD languages shifted more than the two non-ESD languages by 0.75 

Lobanov semitones on F0 range (p < .001), 0.59 on F0 SD (p < .001), and 0.40 on mean F0 

(p = .004). The difference was significant on all three measures and ran in the same direction 

every time on the movement measures, with no ESD language sitting below a non-ESD 

language. However, this should not be read as the corpus being the cause of the divide. It is 

merely just the pattern in which the data organises. 

Because each language is tied to a single corpus, corpus and language vary together 

for every comparison except English and Mandarin. This current study can measure the size 

of this corpus boundary but it cannot identify what this boundary reflects. There are many 

candidates for the cause of this corpus boundary such as recording protocol, elicitation style, 

script design, the speaker population, the language itself, the surrounding culture, or some 

mixture of these. The design and data available from each corpus does not allow it to isolate 

any of these effects. 

There are some candidates that seem to be more likely than others to explain the 

corpus boundary. For Japanese the difference has a plausible source in how the recordings 

were made. The Japanese corpus, HCUDB1, used professional voice users such as narrators 

and actors, and they were asked to deliver each line in a naturalistic and conversational style 
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rather than as a plain read sentence. A naturalistic and conversational delivery by trained 

speakers is a reasonable reason Japanese might pattern differently from the scripted ESD 

recordings. Previous studies have shown that trained voice users can differ in acoustic 

measures from ordinary speakers (Jurgens et al., 2015). For Korean there isn’t as clear of a 

candidate. The Korean corpus, KESDy18, is scripted read speech, with voice actors 

producing set sentences, which is closer in form to the ESD recordings than to the Japanese 

ones. The candidate that could help explain is Korean's wide neutral range, since a speaker 

who already uses a wide pitch span at neutral has less room left to widen it for an emotion, 

and Korean's neutral range is wide at 6.39 semitones against 4.83 for English and 4.98 for 

Mandarin, with Japanese similarly wide at 6.51. 

Korean's comparisons are among the most impactful in this design, and every one of 

them is corpus confounded. Korean was brought into the study precisely to separate lexical 

pitch from East Asian culture, because it is East Asian yet low in lexical pitch commitment, 

and the English to Korean comparison was meant to carry the culture test with pitch 

commitment held low. That comparison is itself cross corpus. English comes from ESD and 

Korean from KESDy18. The single comparison the design most needed in order to do its 

central job is the one the corpus confound disables. 

One interesting point of discussion is why Korean and Japanese are grouped together. 

One would think that if corpus caused differences in F0 levels then we should expect three 

separate levels across the corpora and not the clean split that we see. This Korean and 

Japanese clustering is something the current design cannot resolve. It could be due to ESD 

having an increased effect that isn’t present in the other two corpora, the fact that they are 

both East Asian languages, the wide neutrals that both languages show or just pure 

coincidence.  
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The value of holding corpus constant is clear from a study that managed it. Anolli et 

al. (2008) recorded Chinese and Italian speakers under a single balanced design and found 

compressed F0 range and lower F0 variability in the Chinese speakers, which they could 

attribute to cultural display rules precisely because the corpus was held constant across the 

two groups. 

5.4 English and Mandarin comparison 

English and Mandarin are the only two languages in the study drawn from the same 

corpus, ESD, so this pair provides the only language comparison in which corpus is held 

constant. Everything in this section stands on firmer ground than the cross-corpus 

comparisons, because here a difference cannot be a difference between corpora. 

Overall, averaged across the emotions and over sex, the two did not differ 

significantly on any of the three measures. On F0 range the difference was 0.29 in English's 

favour (p = .518), on F0 SD it was almost nothing at 0.02 (p = 1.000), and on mean F0 it was 

0.26 in Mandarin's favour (p = .488). English and Mandarin moved their voices by a similar 

amount when expressing emotion, and the place any difference shows up is not in these 

overall figures but within the individual emotions. 

The only individual emotion that reached significance is happy. On F0 range at happy, 

English shifted more than Mandarin, by 0.69 Lobanov semitones (p = .008). F0 SD at happy 

pointed the same way, with English again higher by 0.49, though this did not reach 

significance after correction (p = .097). So the one clear difference between the two 

languages is that English widened its pitch more than Mandarin did when expressing 

happiness. On mean F0, Mandarin trended above English for the two negative emotions, by 

0.45 at anger (p = .124) and 0.40 at sad (p = .393), but neither reached significance. 

This is the only result in the study that resembles the lexical pitch commitment 

account and is not confounded with corpus. Mandarin did not out move English on the 
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dynamic measures, and English shifted more than Mandarin on F0 range at happy. The 

evidence is narrow. It is a single significant cell, not a general difference between the two 

languages, and it should be read as such. 

This result is consistent with what Ross et al. (1986) found which is tone languages 

constrain the affective use of pitch movement more than a non tone language while leaving 

overall pitch level relatively free. Here English moved more than Mandarin on the dynamic 

side at happy, while Mandarin sat at least level on register and tended higher for the negative 

emotions. However, as stated prior this rests on one significant cell for only one emotion and 

the register side is only a non significant trend. The direction also fits Wang et al.'s (2018) 

compensation account, in which Mandarin speakers, with pitch movement constrained by 

lexical tone, lean on channels other than F0 to carry emotion. The present design can only 

note that the direction is consistent with compensation and cannot make any claims that 

compensation took place. 

5.5 Limitations 

The central limitation of the study has already been treated as a finding, since the 

corpus confound is the main result of the analysis. The limitations that are listed below are 

the ones that flow from it, together with the narrower constraints of the materials and the 

sample. 

5.5.1 Acted speech 

All four corpora contain acted emotional speech. This suits a controlled study of how 

emotion is encoded, but it limits what the study can say about cultural display rules in real 

interaction in a naturalistic setting. Display rules are norms for how emotion is expressed in 

real social situations, where the presence of others and their relationship to the speaker shape 

what is shown (Matsumoto et al., 2008). Actors producing prompted emotion categories may 



54 

not engage the same display rules as a natural interaction. This bears on the cultural display 

rule account in particular, because that account rests on display rules. 

5.5.2 F0 only measure 

The three measures used, mean F0, F0 SD and F0 range, all describe the pitch of the 

voice. They say nothing about the other channels through which emotion is carried, such as 

loudness, timing and speech rate, or voice quality. This limits what the current study can say 

about emotion in voice. Specifically it cannot test the compensation account raised in section 

5.4. Because those cues were never measured, the study can note that its F0 findings leave 

room for compensation but cannot say whether it occurred. 

5.5.3 Sample imbalance and sex 

The samples were uneven and small, with ten speakers each for English and 

Mandarin, fourteen for Japanese, and thirty for Korean. Sex was controlled and showed no 

significant main effect, but the sample is too small to support claims about how language and 

sex interact, and each level of the lexical pitch commitment gradient rests on a single 

language, which leaves any one corpus or speaker set standing in for its whole gradient level. 

5.6 Future research 

The limitations provide a clear picture for what a future stronger version of this study 

would do. The most important change would be a single multilingual corpus recorded under 

one protocol with matched recording conditions, elicitation, validation, and processing across 

all languages. This is the only way to break the tie between corpus and language that the 

present design could not break. Without it, any cross language difference stays open to a 

corpus explanation. 

In addition to this each level of pitch gradient should be carried by more than one 

language. One language per level is not strong enough for any robust inference as any finding 
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could be attributed to that one specific language or set of speakers and not to the underlying 

mechanism that is trying to be targeted. As well as this there should be more mixing of 

cultures at each step of the gradient. Meaning having more Western languages occupying the 

more restricted end of the gradient or more Eastern languages occupying the least restricted. 

Channels beyond F0 should be measured, including intensity, duration, speech rate, 

spectral balance and voice quality, so that the compensation account can be tested directly 

rather than inferred from F0 alone. A standard acoustic parameter set such as GeMAPS 

provides a ready basis for this (Eyben et al., 2016).  

A perception study would connect the encoding side measured here to the decoding 

side, completing the lens model rather than leaving it half tested. Acted and spontaneous 

materials should be compared, especially for any claim about display rules, since display 

rules operate on genuine emotion in interaction and may not appear in performed speech. 
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6 Conclusion 

This thesis asked whether a language that committed more of its pitch system to 

lexical functions would be more restricted in emotional F0 flexibility than languages that 

commit less. A secondary question asked whether East Asian cultural display rules 

independently affected emotional F0 flexibility. From this, three accounts were set out: the 

lexical pitch commitment account, the cultural display rule account, and the additive account. 

None of the three were borne out by the data. 

The dominant pattern that did emerge followed the corpus boundary. This does not 

show that the corpus caused the pattern, but it means most of the language comparisons 

cannot be read as clean comparisons between languages, since each language but English and 

Mandarin came from its own corpus. In the English and Mandarin pair, English shifted more 

than Mandarin on F0 range at happy. This is consistent with the lexical pitch commitment 

account, but only in part. The constraint is on how much pitch moves, not on its overall level. 

It is only one result and would need replication. 
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Appendix 

This appendix contains the F0 extraction script, the analysis code and the full model 

output that support the results reported in the main text. 

A  Praat script 

The script below extracts the three F0 measures from the ESD corpus, the source of 

the English and Mandarin data. It walks every speaker folder, measures the first 20 sentences 

of each emotion, and writes one row per utterance to a CSV. That CSV is the input to the 

analysis code below. 

# F0 extraction for the ESD corpus (English and Mandarin) 

# Walks every speaker folder, measures the first 20 sentences of each 

emotion, and writes one row per utterance to a CSV. 

 

root$ = "C:\Users\User\Desktop\Thesis\ESD" 

out_file$ = "C:\Users\User\Desktop\Thesis\output\esd_utterances.csv" 

log_file$ = "C:\Users\User\Desktop\Thesis\output\esd_excluded.txt" 
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n_sentences = 20 

block_size = 350 

 

# Write headers if the files do not exist yet 

if not fileReadable (out_file$) 

    appendFileLine: out_file$, 

"corpus,language,speaker_id,sex,emotion,sentence_id,take,mean_f0_st,sd_f0_s

t,range_2080_st,duration_s,n_voiced_frames,filename" 

endif 

if not fileReadable (log_file$) 

    appendFileLine: log_file$, "filename", tab$, "reason" 

endif 

 

# Loop over every speaker folder under the root 

speakers = Create Strings as folder list: "speakers", root$ + "\*" 

n_speakers = Get number of strings 

 

for s from 1 to n_speakers 

    selectObject: speakers 

    speaker$ = Get string: s 

 

    # First letter is sex, second letter is language 

    sex_letter$ = left$ (speaker$, 1) 

    lang_letter$ = mid$ (speaker$, 2, 1) 

 

    if sex_letter$ = "F" 

        sex$ = "F" 

        pitch_floor = 100 

        pitch_ceiling = 500 

    else 

        sex$ = "M" 

        pitch_floor = 75 

        pitch_ceiling = 300 

    endif 

 

    if lang_letter$ = "C" 

        language$ = "Mandarin" 

    else 

        language$ = "English" 

    endif 

 

    # Loop over the four emotion folders 

    for e from 1 to 4 

        if e = 1 

            folder$ = "Angry" 

            emotion$ = "angry" 

        elsif e = 2 

            folder$ = "Happy" 

            emotion$ = "happy" 

        elsif e = 3 

            folder$ = "Neutral" 

            emotion$ = "neutral" 

        else 

            folder$ = "Sad" 

            emotion$ = "sad" 

        endif 

 

        emo_path$ = root$ + "\" + speaker$ + "\" + folder$ + "\" 

        files = Create Strings as file list: "files", emo_path$ + "*.wav" 

        n_files = Get number of strings 
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        for i from 1 to n_files 

            selectObject: files 

            filename$ = Get string: i 

 

            # Recover the sentence position 1..350 from the utterance 

number 

            base$ = filename$ - ".wav" 

            utt_num = number (right$ (base$, 6)) 

            sentence_id = utt_num - block_size * floor ((utt_num - 1) / 

block_size) 

 

            if sentence_id <= n_sentences 

                Read from file: emo_path$ + filename$ 

                sound = selected ("Sound") 

                duration = Get total duration 

 

                To Pitch: 0.0, pitch_floor, pitch_ceiling 

                pitch = selected ("Pitch") 

                voiced = Count voiced frames 

 

                if voiced = 0 

                    appendFileLine: log_file$, filename$, tab$, "no voiced 

frames" 

                else 

                    mean_f0 = Get mean: 0, 0, "semitones re 100 Hz" 

                    stdev_f0 = Get standard deviation: 0, 0, "semitones" 

                    q80 = Get quantile: 0, 0, 0.80, "semitones re 100 Hz" 

                    q20 = Get quantile: 0, 0, 0.20, "semitones re 100 Hz" 

                    range_f0 = q80 - q20 

 

                    appendFileLine: out_file$, 

                    ... "ESD,", 

                    ... language$, ",", 

                    ... speaker$, ",", 

                    ... sex$, ",", 

                    ... emotion$, ",", 

                    ... sentence_id, ",", 

                    ... "1,", 

                    ... fixed$ (mean_f0, 4), ",", 

                    ... fixed$ (stdev_f0, 4), ",", 

                    ... fixed$ (range_f0, 4), ",", 

                    ... fixed$ (duration, 3), ",", 

                    ... voiced, ",", 

                    ... filename$ 

                endif 

 

                selectObject: pitch 

                Remove 

                selectObject: sound 

                Remove 

            endif 

        endfor 

 

        selectObject: files 

        Remove 

    endfor 

endfor 

 

selectObject: speakers 

Remove 
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B  R analysis code 

The code below covers reading the data, the Lobanov normalisation, the shift-from-

neutral transformation, the contrast coding and the three linear mixed-effects models, together 

with the planned language comparisons. It runs up to the point where the figures are 

produced. The figure code is not included. 

library(buildmer) 

library(mgcv) 

library(dplyr) 

library(lme4) 

library(lmerTest) 

utt <- read.csv("all_utterances.csv", stringsAsFactors = TRUE) 

str(utt); head(utt)     

# Lobanov Normalisation 

utt <- utt %>% 

  group_by(language, speaker_id) %>% 

  mutate( 

    mean_f0_z = (mean_f0_st    - mean(mean_f0_st))    / sd(mean_f0_st), 

    sd_f0_z   = (sd_f0_st      - mean(sd_f0_st))      / sd(sd_f0_st), 

    range_z   = (range_2080_st - mean(range_2080_st)) / sd(range_2080_st) 

  ) %>% 

  ungroup() 

 

write.csv(utt, "utterances_lobanov.csv", row.names = FALSE) 

# Shift from neutral 

baselines <- utt %>% 

  filter(emotion == "neutral") %>% 

  group_by(language, speaker_id) %>% 

  summarise( 

    base_mean_f0 = mean(mean_f0_z), 

    base_sd_f0   = mean(sd_f0_z), 

    base_range   = mean(range_z), 

    .groups = "drop" 

  ) 

 

shift <- utt %>% 

  filter(emotion != "neutral") %>% 

  left_join(baselines, by = c("language", "speaker_id")) %>% 

  mutate( 

    mean_f0_shift = mean_f0_z - base_mean_f0, 

    sd_f0_shift   = sd_f0_z   - base_sd_f0, 

    range_shift   = range_z   - base_range 

  ) 

 

stopifnot(!anyNA(shift$range_shift))                           

write.csv(shift, "shift_utterance_level.csv", row.names = FALSE) 

# Factors and random effects 

shift$Language <- factor(shift$language)                  

shift$Emotion  <- droplevels(factor(shift$emotion))       

shift$Sex      <- factor(shift$sex)                       

shift$Speaker  <- factor(paste(shift$language, shift$speaker_id,  sep = 

"_")) 

shift$Word     <- factor(paste(shift$language, shift$sentence_id, sep = 

"_"))   

levels(shift$Language); levels(shift$Emotion); levels(shift$Sex) 
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# Contrasts 

con_sex <- cbind(c(-0.5, +0.5)) 

colnames(con_sex) <- c("-F+M") 

contrasts(shift$Sex) <- con_sex 

contrasts(shift$Sex) 

 

con_emo <- cbind(c(+1/3, +1/3, -2/3),                     

                 c(-1/2, +1/2,  0.0))                     

colnames(con_emo) <- c("-S+AH", "-A+H") 

contrasts(shift$Emotion) <- con_emo 

contrasts(shift$Emotion) 

 

con_lang <- cbind(c(+0.5, -0.5, +0.5, -0.5),              

                  c(+0.5,  0.0, -0.5,  0.0),              

                  c( 0.0, +0.5,  0.0, -0.5))              

colnames(con_lang) <- c("-JM+EK", "-K+E", "-M+J") 

contrasts(shift$Language) <- con_lang 

contrasts(shift$Language) 

# Gaussian fit 

m_range <- lmerTest::lmer(range_shift ~ Language * Emotion * Sex + (Emotion 

| Speaker) + (Emotion | Word), data = shift, REML = TRUE) 

summary(m_range) 

 

m_meanf0 <- lmerTest::lmer(mean_f0_shift ~ Language * Emotion * Sex 

                             + (Emotion | Speaker) + (Emotion | Word), 

                             data = shift, REML = TRUE) 

summary(m_meanf0) 

 

 

m_sd <- lmerTest::lmer(sd_f0_shift ~ Language * Emotion * Sex 

                         + (Emotion | Speaker) + (Emotion | Word), 

                         data = shift, REML = TRUE) 

summary(m_sd) 

 

isSingular(m_range) 

isSingular(m_sd) 

isSingular(m_meanf0) 

# Will use bonferroni correction for p values. 

 

# Post hoc language comparisons (emmeans) 

library(emmeans) 

 

# the three language comparisons, averaged over emotion and sex 

lang_contrasts <- list( 

  "EM vs JK (corpus axis)" = c(+0.5, -0.5, -0.5, +0.5),  # English,Mandarin 

vs Japanese,Korean 

  "English vs Mandarin"    = c(+0.5,  0.0,  0.0, -0.5),  # corpus-clean 

  "Japanese vs Korean"     = c( 0.0, +0.5, -0.5,  0.0)   # cross-corpus 

(report with caveat) 

) 

 

contrast(emmeans(m_range,  ~ Language), method = lang_contrasts, adjust = 

"bonferroni") 

contrast(emmeans(m_meanf0, ~ Language), method = lang_contrasts, adjust = 

"bonferroni") 

contrast(emmeans(m_sd,     ~ Language), method = lang_contrasts, adjust = 

"bonferroni") 

 

# English–Mandarin and Japanese–Korean within each emotion 

lang_pairs <- list( 

  "English vs Mandarin" = c(+1, 0,  0, -1), 
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  "Japanese vs Korean"  = c( 0, +1, -1, 0) 

) 

contrast(emmeans(m_range,  ~ Language | Emotion), method = lang_pairs, 

adjust = "bonferroni") 

contrast(emmeans(m_meanf0, ~ Language | Emotion), method = lang_pairs, 

adjust = "bonferroni") 

contrast(emmeans(m_sd,     ~ Language | Emotion), method = lang_pairs, 

adjust = "bonferroni") 
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C  Fixed-effects model output 

The table below gives the full fixed-effects output for the three models. It reports 

every coefficient, not only the planned contrasts shown in the main text. 

Table A1 

Fixed-effects regression summary for the three F0 measures 

Term Estimate SE df t p 

Mean F0 
Intercept 1.15 0.06 97.10 18.61 < .001 
Language: low vs committed -0.04 0.12 97.10 -0.36 .719 
Language: English vs Korean 0.18 0.16 95.30 1.12 .267 
Language: Japanese vs Mandarin -0.61 0.19 98.34 -3.28 .001 
Emotion: high arousal vs sad 0.94 0.08 57.86 11.48 < .001 
Emotion: happy vs angry 0.70 0.09 60.21 8.08 < .001 
Sex: male vs female 0.07 0.10 55.77 0.69 .493 
Low vs committed × high arousal vs sad 0.41 0.16 57.86 2.52 .014 
English vs Korean × high arousal vs sad -0.15 0.22 58.46 -0.71 .480 
Japanese vs Mandarin × high arousal vs sad -0.26 0.25 57.40 -1.06 .294 
Low vs committed × happy vs angry -0.27 0.17 60.21 -1.57 .122 
English vs Korean × happy vs angry 0.61 0.23 60.81 2.68 .010 
Japanese vs Mandarin × happy vs angry 0.97 0.26 59.75 3.73 < .001 
Low vs committed × male vs female -0.24 0.20 55.77 -1.16 .252 
English vs Korean × male vs female 0.05 0.27 56.17 0.20 .845 
Japanese vs Mandarin × male vs female -0.53 0.31 55.46 -1.72 .092 
High arousal vs sad × male vs female 0.34 0.16 55.87 2.10 .040 
Happy vs angry × male vs female -0.53 0.17 55.61 -3.13 .003 
Low vs committed × high arousal vs sad × male vs 

female 0.17 0.32 55.87 0.52 .606 

English vs Korean × high arousal vs sad × male vs 

female 0.60 0.43 56.59 1.40 .168 

Japanese vs Mandarin × high arousal vs sad × male vs 

female -0.12 0.49 55.32 -0.26 .799 

Low vs committed × happy vs angry × male vs 

female 0.46 0.34 55.61 1.38 .174 

English vs Korean × happy vs angry × male vs female 0.23 0.45 56.51 0.51 .609 
Japanese vs Mandarin × happy vs angry × male vs 

female 1.37 0.51 54.93 2.71 .009 

F0 SD 
Intercept 0.32 0.08 80.79 4.14 < .001 
Language: low vs committed 0.04 0.15 80.79 0.28 .784 
Language: English vs Korean 0.57 0.20 79.51 2.83 .006 
Language: Japanese vs Mandarin -0.61 0.23 81.73 -2.67 .009 
Emotion: high arousal vs sad 0.87 0.08 64.38 10.57 < .001 
Emotion: happy vs angry 0.25 0.08 71.68 3.10 .003 
Sex: male vs female 0.24 0.14 55.75 1.78 .081 
Low vs committed × high arousal vs sad 0.10 0.16 64.38 0.61 .547 
English vs Korean × high arousal vs sad 0.50 0.22 65.26 2.32 .024 
Japanese vs Mandarin × high arousal vs sad -0.17 0.25 63.69 -0.68 .500 
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Term Estimate SE df t p 
Low vs committed × happy vs angry 0.39 0.16 71.68 2.39 .019 
English vs Korean × happy vs angry 0.61 0.22 73.10 2.83 .006 
Japanese vs Mandarin × happy vs angry 0.14 0.25 70.55 0.59 .560 
Low vs committed × male vs female -0.61 0.27 55.75 -2.23 .030 
English vs Korean × male vs female 0.32 0.36 56.15 0.90 .374 
Japanese vs Mandarin × male vs female -0.57 0.41 55.45 -1.39 .169 
High arousal vs sad × male vs female 0.07 0.16 55.02 0.45 .651 
Happy vs angry × male vs female 0.11 0.15 55.22 0.74 .465 
Low vs committed × high arousal vs sad × male vs 

female -0.09 0.31 55.02 -0.27 .786 

English vs Korean × high arousal vs sad × male vs 

female -0.03 0.41 56.38 -0.08 .940 

Japanese vs Mandarin × high arousal vs sad × male vs 

female -0.02 0.47 53.98 -0.05 .958 

Low vs committed × happy vs angry × male vs 

female 0.49 0.30 55.22 1.64 .107 

English vs Korean × happy vs angry × male vs female -0.29 0.40 57.24 -0.73 .469 
Japanese vs Mandarin × happy vs angry × male vs 

female 1.42 0.44 53.69 3.19 .002 

F0 range 
Intercept 0.19 0.07 89.44 2.69 .009 
Language: low vs committed 0.13 0.14 89.44 0.95 .343 
Language: English vs Korean 0.91 0.18 88.02 4.97 < .001 
Language: Japanese vs Mandarin -0.59 0.21 90.44 -2.79 .007 
Emotion: high arousal vs sad 0.94 0.06 65.24 15.62 < .001 
Emotion: happy vs angry 0.30 0.08 79.02 3.83 < .001 
Sex: male vs female 0.29 0.12 55.73 2.44 .018 
Low vs committed × high arousal vs sad -0.01 0.12 65.24 -0.10 .918 
English vs Korean × high arousal vs sad 0.29 0.16 67.65 1.79 .078 
Japanese vs Mandarin × high arousal vs sad -0.42 0.18 63.39 -2.30 .024 
Low vs committed × happy vs angry 0.53 0.16 79.02 3.36 .001 
English vs Korean × happy vs angry 0.56 0.21 80.79 2.66 .009 
Japanese vs Mandarin × happy vs angry 0.08 0.24 77.59 0.34 .733 
Low vs committed × male vs female -0.59 0.24 55.73 -2.44 .018 
English vs Korean × male vs female 0.30 0.32 56.23 0.96 .343 
Japanese vs Mandarin × male vs female -0.71 0.36 55.35 -1.96 .055 
High arousal vs sad × male vs female -0.17 0.11 55.22 -1.51 .137 
Happy vs angry × male vs female 0.01 0.14 55.73 0.09 .928 
Low vs committed × high arousal vs sad × male vs 

female -0.19 0.22 55.22 -0.83 .409 

English vs Korean × high arousal vs sad × male vs 

female 0.21 0.30 57.79 0.69 .491 

Japanese vs Mandarin × high arousal vs sad × male vs 

female 0.20 0.33 53.27 0.59 .557 

Low vs committed × happy vs angry × male vs 

female 0.47 0.28 55.73 1.72 .091 

English vs Korean × happy vs angry × male vs female -0.30 0.37 58.03 -0.82 .418 
Japanese vs Mandarin × happy vs angry × male vs 

female 1.14 0.41 53.98 2.78 .007 

Note. Each value is a fixed-effect coefficient from the corresponding linear mixed-effects 

model, the same three models that produced the planned contrasts. The factors were coded 
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with the contrasts named in the row labels, so each coefficient is the contrast it names. For a 

two-level contrast a positive coefficient means the first-named level shifted more than the 

second. The intercept is the grand mean across the design. All values are in Lobanov 

semitones. SE is the standard error. Degrees of freedom were obtained by the Satterthwaite 

method. The t value is the coefficient divided by its standard error and p is its two-sided test. 

These p values are uncorrected. The Bonferroni correction reported for the planned contrasts 

in Table 10 is not applied here. 


