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Abstract 

BiPhon-NN models have previously been used to model speech perception and production, 

but their treatment of temporal structure has consisted mostly of reduplicating input layers 

to accommodate longer utterances. As a result, they are incompatible with theories that rely 

on incremental unfolding of speech such as the cohort model. This thesis proposes a 

recurrent neural network (RNN) architecture that processes speech incrementally without 

input-layer reduplication. The model was trained on several toy languages, represented as 

simplified acoustic spectra. The model was then evaluated on perception, production, and 

cohort formation, and the reproduction of findings from earlier BiPhon-compatible models. 

Results show that the RNN successfully learns mapping between sound and meaning, 

exhibits cohort-like lexical competition, and supports both perception and production 

through a shared recurrent representation. While performance remained high for shorter 

utterances, longer sequences revealed limitations associated with vanilla RNN architectures. 

Overall, the findings demonstrate that recurrent processing provides a viable and more 

cognitively plausible approach to modelling temporal speech perception and production, 

than models that make use of reduplication of the input layer. 
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1. Introduction 

Artificial Intelligence and Neural Networks (henceforth AI, and NNs) have long been 

used to model aspects of human cognition, including language and speech processing. 

Within this domain, various models for tasks such as speech recognition and transcription 

have been developed (wav2vec 2.0, Whisper, etc.), as well as for explaining the cognitive 

mechanisms that underlie our linguistic behaviour.  

One line of research focuses on BiPhon-adjacent neural network models, originally 

introduced in Boersma (2019) and further developed in subsequent works. For instance, in 

Boersma, Chládková, & Benders (2022), they use such a NN to model substance-free 

emergence of phonological features. They trained the model on a toy language consisting of 

just 5 words. Crucially, in their model, utterances consisted of only a single timestep for both 

perception and production.  

Because the model only allows for a single timestep in the input and output, it is 

incompatible with speech theories that rely heavily on the sequentiality of input, such as the 

cohort model, in which lexical candidates are activated and eliminated over time as the 

speech signal unfolds.  

Previous attempts at addressing this limitation have primarily consisted of expanding the 

time dimension by reduplicating (parts of) the input layer of the network a varying number 

of times. For example, twice (Beemdelust, 2020; Meijer, 2021), thrice (Yang, 2020), or even 

seventeen times (Mul, 2025). These expanded models were used respectively for modelling 

diphthongs, CV clusters, tone, and vowel length. While these approaches successfully 

modelled longer utterances, they do not process speech incrementally and therefore cannot 

account for theories of lexical access that depend on the temporal unfolding of speech. 

The present study aims to produce an extension of the BiPhon-NN model that 

incorporates a temporally sequential input representation, without reduplication of the input 

layer. In this model, utterances are processed incrementally over time, allowing for a more 

cognitively realistic simulation of speech perception and production. This design should 

ideally enable the observation of effects predicted by the cohort model. 

In addition, the study seeks to evaluate the validity of this temporal extension by 

reproducing the key findings from previous BiPhon-NN-adjacent models that have 
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attempted to incorporate a time dimension. By demonstrating that the proposed approach 

also accounts for previously modelled effects, whilst also introducing a more realistic 

treatment of time, this paper seeks to further the notion of a cognitively plausible framework 

for modelling speech perception and production that is compatible with BiPhon. 

Concretely, this study addresses the following research questions: 

1. Can a recurrent neural network model compatible with BiPhon process 

speech incrementally without input-layer reduplication? 

2. Does such a model exhibit cohort-like lexical competition during perception? 

3. Can resulting representations support both perception and production? 

4. Can such a model accurately reproduce findings from previous studies that 

have tried to incorporate time in a BiPhon framework? 

Section 2 illustrates the relevant theory and background regarding BiPhon and Neural 

Networks. Section 3 details the generations and distributions of the various toy languages 

used throughout the paper. Section 4 describes the architecture and training of the neural 

network, and the results. The final two sections, sections 5 and 6, contain the discussion and 

conclusion of the research respectively. 

2. Background 

The background section is divided into 3 subsections: section 2.1 outlines the 

BiPhon framework, section 2.2 outlines the cohort model, and the expected resulting 

effects in a neural network, and section 2.3 contains a short description of Recurrent 

Neural Networks (henceforth RNNs), which is elaborated on further in section 4. 
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2.1 The BiPhon model

 

Figure 1: The BiPhon model 

BiPhon was first established in Boersma (2011), as a way to model both human perception 

and production using Optimality Theory. This model is also called BiPhon-OT. The core idea 

of BiPhon, as implied with the name, is its bidirectionality. During perception and production, 

the same constraints are applied with the same rankings, but in a different temporal order. 

Production starts at context, as displayed in Figure 1, and then flows downwards, and 

perception starts at the auditory form and moves upwards. Whether or not the articulatory 

form is also involved in the process of perception is a somewhat debated topic, but not 

relevant to this thesis. Since 2019, BiPhon is often applied as a framework in combination 

with NNs (e.g., Beemdelust 2020; Boersma 2019; Boersma et al. 2019; Meijer 2021; Mul 

2025; Yang 2020). Although the underlying model for both BiPhon-OT and BiPhon-NN is 

the same, the implausibility of some of the requirements for OT is the main reason for a shift 

from BiPhon-OT to BiPhon-NN. Optimality Theory assumes discrete categories, an 

assumption that is difficult to reconcile with emergentist approaches (Boersma et al. 2020), 

and an infinite number of possible candidates, which is biologically implausible. In BiPhon-

NN, the categories can emerge throughout the learning process without being fully discrete. 

Furthermore, instead of the ranked constraints that come with OT, this knowledge is 

represented in the connections and their strengths between the nodes in the neural network, 

which is in theory closer to the functioning of the human brain, and thus illustrates the use 
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of neural networks in this context as a useful tool. While BiPhon provides a structural 

framework for modelling speech, it does not specify how speech unfolds over time during 

perception. 

2.2 The cohort model 

The cohort model (Marslen-Wilson 1978, Marslen-Wilson 1980) is a psycholinguistic 

model of word recognition, specifically designed for spoken language. The temporal aspect 

of language is especially crucial to this model; spoken language comes in as acoustic 

information over time. Recognition of a word then occurs in three different stages: access, 

selection, and integration. During the access stage, words matching the acoustic input are 

activated simultaneously, thus forming the cohort. The cohort model assumes this to occur 

after the first 150–200 ms of speech signal, corresponding roughly to the first two phonemes. 

Then during selection, candidate words that do not correspond with the speech signal are 

eliminated. For example, when presented with /ɛl/, during access, all words starting with that 

sound sequence are activated (elder, elegy, etc.). When the next sound (/ɪ/) is perceived, all 

words that do not match the full /ɛlɪ/ sequence are eliminated, reducing the size of the cohort. 

This process repeats until either the cohort is reduced to a size of one, or the entire sequence 

is uttered and multiple candidates remain.  If the word to be uttered was elephant, the next 

sound would result in /ɛlɪf/, and no other words aside from elephant have this sound sequence 

in the English language, meaning that the word is already recognised at this point; this is the 

point of recognition. In the integration stage, other properties are accessed, such that for 

example sentential context could result in the removal of a candidate. This final stage is less 

relevant to this paper, as the neural network will be trained and presented on single words 

only. This process of lexical selection follows naturally from the temporal nature of speech, 

and is thus expected to emerge in a neural network model that perceives speech incrementally.  

2.3 Recurrent Neural Networks 

The solution this paper proposes for incorporating time without the biological 

implausibility of network reduplication is the recurrent neural network (RNN). Unlike more 

traditional feedforward networks, an RNN is a neural network that processes sequences of 

ordered input incrementally by maintaining a hidden state ht. This hidden state acts as a sort 

of memory, where the representation at timestep t is a function of both the current input xt 

and the previous hidden state ht-1.  



9 

 

 

Figure 2: “RNN and its unfold version” by fdeloche licensed under CC BY-SA 4.0. Retrieved from 

upload.wikimedia.org/wikipedia/commons/b/b5/Recurrent_neural_network_unfold.svg 

As shown in Figure 2 (before unfolding), this allows for a compact model without 

reduplication that handles longer inputs. Figure 2 shows on the right an intuition for the 

functioning of an RNN, though in reality no separate layers exist for every timestep. At every 

timestep, there is a unique input, output, and hidden state that influences the next timestep, 

but the weight matrices, U, W, and V, that connect each layer remain constant. Because this 

architecture allows the network to process input of varying lengths while retaining earlier 

context, it is advantageous for observing any lexical selection through the cohort model, as 

the network’s output at any given timestep reflects its current perception based on the partial 

signal received so far, rather than requiring the entire utterance to be present at once. The 

output at each timestep would then be reflected as the activation of the semantic nodes for 

each word, where a higher activation of a particular node means that the network expects it 

is perceiving that word. 

3. Toy languages 

This section presents the various toy languages used throughout the paper. These 

languages form the backbone of the simulations for both the experiments in this paper, and 

the reproduced experiments from the other papers. In each experiment, the goal of the neural 

network is to acquire a toy language, and subsequently be able to map sound to meaning 

(comprehension), and meaning to sound (production). 

3.1 Toy languages 

In the main toy language, there are three different vowels and three different consonants, 

resulting in nine possible CV combinations. Each sound is simplified into frequencies onto 

an Equivalent Rectangular Bandwidth (ERB) spectrum, as the input layer of the neural 
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network will represent the basilar membrane. The vowels are normally distributed in both 

F1 and F2 with a standard deviation of 1 ERB around their means, which are described below 

in Table 1. 

Table 1: Mean ERB values of vowels 

Vowel (phonetic) F1 (ERB) F2 (ERB) 

[a] 13 19 

[i] 7 25 

[u] 7 13 

 

The consonants are distributed identically to the second experiment of Meijer (2021), and 

have a singular mean burst frequency depending on the following vowel as can be seen in 

Table 2 below. 

Table 2: Mean burst ERB values of consonants with their vowel pairs 

Vowel ↓ Preceding consonant → [p] [t] [k] 

[a] 9 27 19 

[i] 18 29 23 

[u] 14 25 21 

 

Like the vowels, the bursts are also normally distributed, but with a standard deviation of 

1.5 ERB, as is the case in Meijer (2021). Finally, to incorporate a simplified version of the 

length differences between vowels and consonants, for each consonant timestep, there are 

four vowel timesteps. 

The lexicon, seen below in Table 3, consists of 12 unique trisyllabic words, formed by 

concatenating the possible CV units, each equally likely to occur in the toy language. Eight 

of these words are organised into two lexical cohorts, while four words have unique initial 

syllables and serve as controls. 

Table 3: Utterances in toy language 

Cohort 1 [pi.ta.ku] [pi.pi.ti] [pi.ki.ta] [pi.tu.ka] 

Cohort 2 [ka.tu.ka] [ka.tu.ti] [ka.tu.pu] [ka.tu.pa] 

Unique [tu.ta.pa] [pu.pu.pu] [ki.pi.ti] [ta.pi.ka] 
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The toy language was designed to create a set of controlled lexical cohorts while also 

keeping training times short, and keeping the lexicon small enough for exhaustive analysis. 

The sounds and their distributions were also picked in such a way that they align with 

previous literature, and reflect or even overestimate natural variation in produced speech. 

3.2 Other 

Experiments 1 through 4 make use of the main toy language, with the exception that in 

experiment 4, the length of each sound is either doubled or tripled. This means that where 

normally there would be one randomly sampled vector representing that sound, there are 

now three separately drawn random vectors to represent each sound. 

The three reproduction experiments make use of the same sounds as the toy language, 

with the same distribution, and also including two extra vowels [e] and [o], which have F1 

and F2s (10, 22), and (10, 16) respectively. In the reproduction of Beemdelust (2020), the 

vocabulary is changed to all possible diphthongs consisting of the 5 aforementioned vowels. 

In the reproduction of Meijer (2021), only the same sounds as in the main toy language are 

used, but the lexicon consists only of all nine possible syllables. Finally for the reproduction 

of Mul (2025), all five vowels are used, including length distinctions. In this paper, a slightly 

different notation is used for each vowel as compared to the Mul paper, and lengths are 

slightly different, due to technical limitations, as is discussed later in the experiment itself, 

and in the discussion. 

4. Experiments 

This section describes the various experiments in as much detail as possible, allowing 

for reproduction of the models and results of this paper.  

4.1 Experiment 1 

In experiment 1 a model capable of only perception is trained. Confronted with the 

input from a series of sound vectors, it provides a single word as a prediction of the 

intended utterance.  

4.1.1 Input 

The network processes an input sequence of length T = 6: {𝑥𝑡}𝑡=1
𝑇

, where each input 𝑥𝑡 ∈

ℝ𝐷  a D-dimensional feature vector at timestep 𝑡 , with D = 30. Each of these vectors 

represents the activation on the basilar membrane. The “basilar membrane” in the model is 
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represented by a continuum of 30 steps, from 4 to 30 ERB, of  a length of approximately 

0.86. For an input sequence, the value at the first index corresponds to the activation on the 

basilar membrane at the 4.0 ERB point. This simplified representation preserves important 

spectral information whilst at the same time remaining computationally feasible. 

To model an utterance of a sound, formant values get drawn from their distribution first. 

For a vowel this would be both an F1, and an F2, and for consonants just a single value. 

Then with these values, spectra get created with a gaussian shape with the following formula: 

𝑦 = 𝑒−0.5∗((𝑥−𝑥0)/𝜎)
2

. Here, y is the activation at ERB-point x of our basilar membrane. 𝑥0 

is the formant value drawn from the distribution, and σ represents the width of the shape of 

the gaussian bump(s) on the basilar membrane, with a value of 1 ERB. This sigma is not the 

same standard deviation as that of the vowels.  In the case of vowels, which have both an F1 

and an F2, one spectrum gets created for each drawn formant value, and then they get added 

together. The spectrum resulting from the sum is then L1 normalised, e.g. every value of the 

vector is divided by the sum of its values. The resulting vector gets passed to the linear 

projection in forward. One such vector, a random utterance of the vowel a, is displayed in 

Figure 3. 

 

Figure 3: Utterance of vowel 'a' 
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Though discretised, there are still two clear peaks of the first and second formants, 

clearly representing the a vowel. 

4.1.2 Forward pass 

The forward pass starts off by linearly projecting the input into the hidden state, which 

has size H = 100: 

𝑥𝑡
~ = 𝑊𝑥ℎ𝑥𝑡 + 𝑏𝑥 

Where 𝑊𝑥ℎ ∈ ℝ𝐻×𝐷 is a randomly initialised weight matrix with dimensions (100, 30) 

connecting each input to each hidden state feature, with random starting weights drawn from 

the normal distribution with a standard deviation of 1, and a mean of 0, and then divided by 

the square root of the input size, in this case the square root of 30. The bias, 𝑏𝑥 ∈ ℝ𝐻, is a 

vector of size 100 initialised at 0. Then at any given timestep t, the hidden state at that 

timestep is updated as follows, with an elementwise hyperbolic tangent: 

ℎ𝑡 = 𝑡𝑎𝑛ℎ(𝑊ℎℎℎ𝑡−1 + 𝑥𝑡
~ + 𝑏ℎ) 

Where 𝑊ℎℎ ∈ ℝ𝐻×𝐻  is a weight matrix connecting the hidden states between timesteps, 

randomly initialised in the same manner as the previous weight matrix, but of dimensions 

(100, 100), and 𝑏ℎ ∈ ℝ𝐻 the bias for the hidden state, again a vector of size 100. Note that 

for the hidden state at timestep t, it is updated using both the projected input of that timestep 

𝑥𝑡
~, and the hidden state from the previous timestep ℎ𝑡−1. This recurrent update combines 

both the current auditory information from the input, with the previously accumulated 

context from the previous hidden state. 

Finally, from each timestep, output logits are calculated as follows: 

𝑦𝑡 = 𝑊ℎ𝑦ℎ𝑡 + 𝑏𝑦 

Where 𝑊ℎ𝑦 ∈ ℝ𝑂×𝐻 is a weight matrix connecting the hidden state to the output layer, of 

dimensions (12, 100), where 12 is the size of the lexicon, randomly initialised in the same 

manner as the previous weight matrices, and 𝑏𝑦 ∈ ℝ𝑂 the bias, with O = 12. To obtain word 

probabilities from these logits, a softmax-function is applied: 

𝑝𝑡 = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑦𝑡) 

This results in a probability vector 𝑝𝑡 where the value of each element 𝑤𝑖 represents the 

probability the model assigns to the associated word being the intended utterance. Then at 
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timestep 6 the word with the highest probability is the classification the model makes. For 

example, 𝑤12, representing tapika, could have a value of 0.998 at timestep 6, which would 

then be the model’s classification of the word it perceived. The general structure of this entire 

process is displayed below in Figure 4. 

 

Figure 4: Model architecture RNN experiment 1 

4.1.3 Backward pass 

The network is trained using backpropagation through time (BPTT), allowing errors at 

later timesteps to influence the earlier recurrent states. Given targets {𝑧𝑡}𝑡=1
𝑇 , the loss at each 

timestep is defined using the cross-entropy between the predicted probabilities 𝑝𝑡 and the 

targets 𝑧𝑡. In the following equations we use delta to denote the gradient of the loss, 𝛿𝑥: =

𝜕𝐿

𝜕𝑥
. The gradient of the loss with respect to the output logits is: δ𝑦𝑡 = 𝑝𝑡 − 𝑧𝑡. Gradients for 

the output layer parameters are computed as: δ𝑊ℎ𝑦 = (𝑝𝑡 − 𝑧𝑡)ℎ𝑡
⊺ , δ𝑏𝑦 = (𝑝𝑡 − 𝑧𝑡) . The 

gradient is then propagated back into the hidden state: δℎ𝑡 = 𝑊ℎ𝑦
⊺ (𝑝𝑡 − 𝑧𝑡) + δℎ𝑡+1, where 

δℎ𝑡+1  represents the gradient flowing from the next timestep. Then accounting for the 

derivative of the tanh activation: δℎ𝑡
~ = (1 − ℎ𝑡

2) ⊙ δℎ𝑡 . Gradients for the recurrent and 

input parameters are: δ𝑊ℎℎ = δℎ𝑡
~ℎ𝑡−1

⊺ , 𝛿 W𝑥ℎ 𝛿 ℎ𝑡
 𝑥𝑡

⊺, δ𝑏ℎ = δℎ𝑡
~, and δ𝑏𝑥 = δℎ𝑡

~. Finally, 

the gradient getting passed to the previous timestep is: δℎ𝑡−1 = 𝑊ℎℎ
⊺ δℎ𝑡

~ . To improve 

numerical stability, before updating weights, gradients are clipped element-wise in a range 

of [-5, 5] (Zhang et al., 2023). Weights are then updated with an applied learning rate of 0.01. 

4.1.4 Targets 

For this first experiment, a training strategy that imparts a degree of phonological 

knowledge to the model was implemented called dynamic targets. During training, 

depending on the phonological information the model could have, targets are adjusted so as 

not to punish the model for things it could not yet know. For example, if the model has 

perceived ‘katu-’, each word in the katu-cohort is assigned a target probability of 0.25, as 

the model realistically has no way of knowing what comes next. In section 4.3, this approach 

Paul Boersma

Paul Boersma

Paul Boersma
=
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is compared to standard one-hot encoded targets, where only the intended word has a 

probability of 1 that remains constant at every timestep. The implications of this comparison 

are further discussed in Section 5.3. 

4.1.5 Results 

As iteration can mean different things in different contexts, in this paper an iteration 

means the neural network seeing, processing, and training on one single datapoint, thus a 

model being trained for 10k iterations, means it has seen 10k randomly chosen words from 

the lexicon. To determine the appropriate number of iterations for training the perception 

model, a test was run with the following iteration counts: 1000, 3000, 5000, 10000, 15000, 

20000, 30000, 40000, 50000, and 100000. For each iteration count, the model was trained 

independently 10 times. After training, the accuracy of each of those 10 models was 

evaluated on the entire dataset, defined as the proportion of utterances for which the intended 

word was correctly classified. Figure 5 shows the mean accuracy across the 10 trials 

performed at each iteration count. 

 

Figure 5: Mean perception accuracy at varying iteration counts 
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On average, the models performed best after training for 10,000 iterations or more with a 

perfect score for every trial at 10k and 20k iterations, and remaining relatively constant in 

score afterwards with performances remaining high at well over 97% accuracy. The few 

mistakes that lower the accuracy likely arise from the randomness in the noise during the 

generation of the utterances. To look for cohort behaviour, the probabilities given by the 

model during perceptions were examined at each timestep, one example is seen below in 

table 4, where all candidates within 0.1 from the highest candidate are marked in orange. 

Table 4: Predicted probabilities per timestep during perception of ‘katupa’, after 10,000 iterations 

Words T1 T2 T3 T4 T5 T6 

Katupa 0.1690 0.3123 0.2365 0.2627 0.5360 0.9901 

Katuka 0.1642 0.2336 0.2551 0.2423 0.0041 0.0034 

Katuti 0.1564 0.2299 0.2806 0.2623 0.0032 0.0001 

Katupu 0.1473 0.2190 0.2262 0.2317 0.4561 0.0060 

Kipiti 0.1165 0.0000 0.0000 0.0000 0.0000 0.0000 

Pikita 0.0589 0.0010 0.0000 0.0000 0.0000 0.0000 

Pupupu 0.0564 0.0002 0.0000 0.0000 0.0004 0.0004 

Pituka 0.0433 0.0010 0.0001 0.0001 0.0000 0.0000 

Pitaku 0.0431 0.0022 0.0009 0.0006 0.0001 0.0000 

Pipiti 0.0352 0.0002 0.0000 0.0000 0.0000 0.0000 

Tapika 0.0075 0.0005 0.0006 0.0002 0.0000 0.0000 

Tutapa 0.0022 0.0000 0.0000 0.0000 0.0000 0.0000 

 

Immediately at timestep 1, cohort-forming behaviour can be observed, where all the 

words starting with a k, are assigned the highest probabilities of being the final output. This 

becomes even more clear at timestep 2, where all other probabilities are even lower, and 

kipiti is eliminated. As expected, the recognition point lies only at T6, where katupa is 

distinguished from katupu, which were also the only remaining plausible candidates at 
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timestep 5. Another example, where the recognition point lies earlier, is seen below in table 

5. 

Table 5: Predicted probabilities per timestep during perception of ‘pipiti’, after 10,000 iterations 

Words T1 T2 T3 T4 T5 T6 

Pipiti 0.1306 0.2836 0.8112 0.9186 0.7956 0.9708 

Kipiti 0.1038 0.0151 0.0468 0.0442 0.0494 0.0254 

Katuti 0.0994 0.0008 0.0000 0.0000 0.0000 0.0000 

Pikita 0.0980 0.2282 0.1267 0.0271 0.1478 0.0037 

Katuka 0.0967 0.0004 0.0000 0.0000 0.0000 0.0000 

Pupupu 0.0950 0.0003 0.0003 0.0000 0.0000 0.0000 

Pitaku 0.0948 0.2473 0.0094 0.0012 0.0006 0.0000 

Pituka 0.0947 0.2231 0.0055 0.0089 0.0066 0.0001 

Katupa 0.0917 0.0003 0.0001 0.0000 0.0000 0.0000 

Katupu 0.0916 0.0004 0.0000 0.0000 0.0000 0.0000 

Tapika 0.0030 0.0003 0.0000 0.0000 0.0000 0.0000 

Tutapa 0.0006 0.0001 0.0000 0.0000 0.0000 0.0000 

 

The recognition point of pipiti lies at timestep 3. This is clearly reflected in the transition 

from timestep 2 to 3 where at timestep 2 there is still a cohort of size 4 containing the words 

starting with pi-, and at timestep 3 only one plausible candidate remains. Predictions were 

also examined at 50k and 100k iterations, but no difference in cohort forming was found 

compared to 10k iterations. 

4.2 Experiment 2 

4.2.1 Producing output 

To get the model to produce valid utterances, a second output layer is needed, of size 30 

(as the input sound vectors), instead of size 12 (as the size of the lexicon), because the 
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production part of the model produces sounds rather than discrete lexical items. As a result, 

training has to be extended to optimise the set of weights between the shared recurrent unit, 

and this new output layer. The new output layer produces 30-dimensional vectors, similar to 

the input, but this time as a production. A useful analogy relating the model to perception 

and production processes as described in BiPhon in section 2.1 is that the input layer 

represents the auditory form, the physical sound of an utterance, whether produced by 

another speaker or by the model itself. The shared recurrent unit corresponds to the various 

layers governing phonological and lexical knowledge, and potentially higher layers. The 

perception layer provides only a classification of the internal representation learned by the 

recurrent unit, and the production output generates auditory representations of the intended 

utterance, converting internal representations back into an acoustic signal. Key here is that 

the same recurrent unit is involved both in the perception pathway (auditory form to higher 

representation), and the production pathway (higher representation to auditory form). 

Producing an output relies on taking the hidden state from perception, representing the 

abstract thought of the utterance. This abstract thought is used as the start for the production 

route. The production route produces a separate sound at each timestep, and then feeds the 

sound it produced back to the hidden state, alongside the context vector of the hidden state 

itself, to finally produce the next sound. Figure 6 shows the two different routes of perception 

and production with blue and green respectively. Notably, when the production output 

becomes the new input for the following timestep, the same weights are used as those by the 

regular perception input, which is represented in the figure by both the input and production 

arrows meeting at the 𝑊𝑥ℎ arrow. 

 

Figure 6: Model architecture RNN experiment 2 
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This architecture is somewhat nonstandard, but still very similar to sequence to sequence 

(seq2seq) models, which turn one sequence into another sequence. Specifically, the final 

hidden state that is generated during the perception process serves as the initial state for 

production, which then autoregressively proceeds by feeding the generated sound vectors 

back as input for the subsequent timestep. Unlike conventional seq2seq architecture, 

however, perception and production possess a shared hidden layer, while also having 

separate output heads with distinct connection weights. The process of perception then 

essentially serves as the encoder, with the final hidden state being the context vector, and 

then production serving as the decoder. 

4.2.2 Training 

To train the second output layer the model relies on the perception processing already 

functioning, to generate the abstract thought. The model is thus trained on perception first, 

and only on production after a perception model has already been produced. The new output 

layer introduces a new weight matrix 𝑊ℎ𝑞, of size (30, 100), connecting the hidden layer to 

the production output layer. This weight matrix is frozen during the perception training. After 

a perception model is trained, production is then trained on that same model. During this 

process, the same BPTT algorithm is used, but this time with the input to hidden weights,  

𝑊𝑥ℎ, and the hidden to perception output weights, 𝑊ℎ𝑦, frozen. As the production output 

layer produces fundamentally different vectors, loss is calculated slightly differently. The 

loss for the production layer is defined as the MSE between the produced vector at that 

timestep, and the input that formed the abstract thought. The model generates the utterance 

sound by sound, thus there is a different target vector for each timestep. E.g. if the model is 

producing ‘pituka’, then at timestep 4, the model’s production of ‘u’ is compared to the ‘u’ 

that was used to generate the original abstract thought. BPTT proceeds exactly the same as 

in Section 4.1.3, except the relevant variables of the perception output layer are replaced by 

those of the production output layer. 𝑊ℎ𝑦  becomes 𝑊ℎ𝑞 , the probabilities 𝑝𝑡  become the 

sound vector 𝑞𝑡, and the word classification targets 𝑧𝑡 become the input sound vector 𝑥𝑡, 

which is the sound vector used to generate the abstract thought. 

Training is also supplemented by teacher forcing. Without teacher forcing, the model 

would feed its own output sound vectors back into itself at every timestep as part of the 

production process. Especially during early training stages, the model can output random 

sound vectors that are not coherent at all. Teacher forcing replaces this output sound vector 



20 

 

with an actual vector drawn from the distribution. This ensures that the model receives 

correct information in the feedback loop, especially during the earlier stages of production 

training. Teacher forcing has a variable chance to occur throughout the production training 

process, at first with a chance of 100%, but linearly decreasing to a 0% chance to use teacher 

forcing as the number of iterations continues.  

4.2.3 Results 

To determine the appropriate number of iterations for training the production model, a 

test at varying numbers of iterations similar to that of the perception model was performed. 

Perception training was locked at 10,000 iterations, which is consistent with the optimal 

results from the perception iteration test. The model was once again trained for 10 trials per 

iteration value, and judged on loss with respect to the ‘perfect’ mean utterance of every single 

word in the toy language. As in the perception trial, for each iteration count, the model was 

trained independently 10 times. After training, the accuracy of each of those 10 models was 

evaluated on the entire dataset. Loss of a single trial is then the sum of the MSE over every 

word in the lexicon. The loss of an utterance produced by the model is defined as the sum of 

the MSE of the sound vectors at every timestep, compared to the targets. Those targets can 

be either the ideal non-noisy sound vectors, or sound vectors from an actual generated 

utterance. Figures 7 and 8 show the mean across all 10 trials per iteration count. This 

experiment was performed twice, once with the ideal utterance serving as both the input for 

generating the underlying thought, and also for the comparison (Figure 7), and another time 

where a random utterance is drawn for the input, but still compared to the ideal utterance for 

the comparison (Figure 8). 
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Figure 7: Mean production loss at varying iteration counts, with the ideal utterance used to generate base thought 

 

Figure 8: Mean production loss at varying iteration counts, with a random utterance used to generate base thought 

The model continues improving at higher iteration counts, with the sweet spot situated at 

about 20,000 or 30,000 iterations. Afterwards, no further major improvements are seen, or 
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even declines a bit. There is no real difference, as all following points remain well within 

one standard deviation of the loss at 30k.  

 

Figure 9: Utterance of pituka after 20,000 iterations of production training, thought vector is the underlying sound vector 

The model performs quite well compared to the ideal utterance, even with a randomly 

generated utterance used to generate the abstract thought. Even when the thought is 

generated from a random utterance with noise, as in figure 9, the peaks still align closely 

with those of the mean utterance, demonstrating a degree of categorical perception. This is 

especially visible in timestep 1, where the ideal peak lies at 18 ERB, and the peak used to 

generate the abstract thought lies at about 20 ERB. The final production has shifted from the 

underlying towards the mean utterance’s ERB value, having its peak at the same place on 

the spectrum. One thing to take note of is that even though the peaks are shifted to the 

‘correct’ place on the ERB spectrum, the activation is significantly less than that of both the 

ideal and underlying vectors. This is likely due to noise in the input during training, leading 

to averaging in the model, causing reduced peaks.  

4.3 Experiment 3 

4.3.1 On dynamic targets 

During the first two experiments, the models were trained using dynamic targets for 

perception, essentially imparting a degree of phonological awareness to the model as 

opposed to training with just the final desired answer. That raises the question as to 

whether the behaviour observed above arises solely due to this decision. In this 

experiment, both perception and production trained without dynamic targets are further 
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examined for differences in cohort-like behaviour, loss/accuracy on the dataset, and 

training time. 

4.3.2 Iteration tests 

Just like in the previous experiments, the model was trained 10 separate times at various 

iteration counts.  

 

Figure 10: Mean perception accuracy at varying iteration counts, model trained without dynamic targets 

Perception accuracy scores (Figure 10) are basically identical to those of the test 

without dynamic targets, with scores reaching near-perfect accuracy starting off at about 

10k iterations. Because of this, production testing was once again done with perception 

training length locked at 10k iterations, but still without dynamic targets. This 

identicality continues on in the production training as well, as shown in figures 11 and 

12, which are near-identical to figures 7 and 8. 
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Figure 11: Mean production loss at varying iteration counts, with ideal utterance used to generate base thought 

 

Figure 12: Mean production loss at varying iteration counts, with random utterance used to generate base thought 
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4.3.3 Cohorts 

One notable difference comes in the examination of cohorts in the model. When 

trained without dynamic targets, and the phonological information they implicitly 

provide, the model develops a higher sensitivity to acoustic information instead. 

Table 6: Predicted probabilities per timestep during perception of ‘katupa’, after 10,000 iterations, no dynamic targets 

Words T1 T2 T3 T4 T5 T6 

Katupa 0.1900 0.3128 0.2969 0.4001 0.9901 0.9942 

Pitaku 0.1755 0.0056 0.0009 0.0003 0.0000 0.0000 

Pituka 0.1378 0.0004 0.0006 0.0005 0.0000 0.0001 

Katuka 0.1192 0.2408 0.1991 0.1933 0.0008 0.0023 

Katupu 0.1014 0.2253 0.2888 0.2137 0.0069 0.0015 

Pipiti 0.0898 0.0063 0.0002 0.0001 0.0000 0.0000 

Pikita 0.0896 0.0010 0.0001 0.0003 0.0000 0.0000 

Katuti 0.0878 0.2039 0.2106 0.1899 0.0017 0.0014 

Kipiti 0.0057 0.0001 0.0003 0.0000 0.0000 0.0000 

Tapika 0.0015 0.0021 0.0011 0.0005 0.0000 0.0000 

Pupupu 0.0015 0.0016 0.0010 0.0009 0.0005 0.0005 

Tutapa 0.0002 0.0000 0.0005 0.0004 0.0000 0.0000 

This difference is reflected in timestep 5 of Table 6 above, where the model can 

accurately determine from the ERB value representing the consonant, what the following 

vowel is supposed to be, as opposed to the model trained with dynamic targets. The high 

probability of katupa at timestep 4 is perhaps a result from random chance in frequency 

during training. Examination of the model after being trained separate times revealed 

similar results, but for different words.  

4.3.4 Production 



26 

 

Production, like perception, produced extremely similar results as in experiment 2. 

Production results are shown in Figure 13. 

 

Figure 13: Utterance of pituka after 20k iterations of production training, without dynamic targets used for 10k iterations 

of perception training 

4.4 Experiment 4 

For experiment 4, the duration of the utterances was extended by lengthening each sound 

a certain amount of timesteps. First, a total length of 2 timesteps per sound was attempted, 

resulting in the following two figures. This trial was performed in increments of 10k 

iterations, from 10k to 50k. Results are again nearly identical, if not marginally better, to the 

1-timestep length trial. These results are shown in Figures 14 and 15. 
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Figure 14: Length 2 perception scores trained with dynamic targets 

 

Figure 15: Length 2 perception scores trained with standard targets 
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The same trial was also performed with a 3-timestep length, as seen in Figures 16 and 17. 

 

Figure 16; Length 3 perception scores, trained with dynamic targets 

 

Figure 17: Length 3 perception scores, trained with standard targets 
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It is at this point that scores dropped severely compared to the two previous trials. This is 

likely a result from vanishing gradients, as with 3-timestep length sounds, the total length of 

the utterance has risen to 18 timesteps, and the model needs to remember the start of the 

word to accurately make a classification. Cohort-like behaviour is the same as in shorter-

utterance trials, where said behaviour is generally observed, and use of dynamic targets plays 

a role in acoustic sensitivity. A full production trial was not run, due to unpromising results 

during small samples. One single run of production at 3-timestep length sounds is displayed 

below in Figure 18. 

 

Figure 18: 3-timestep sounds, production comparison, trained at 30k perception and 50k production. 

A recurring issue with production at longer lengths is the occurrence of extra peaks that 

should not be there, such as in the last three timesteps of this utterance where there is a peak 

at about 6 ERB. 

4.5 Reproducing previous results 

In this section, some experiments from previous research will be examined using an RNN 

model instead. This is done to verify whether the addition of time by using an RNN is well-

founded, by implementing the observed time-reliant phenomena from other studies as well. 

4.5.1 Beemdelust (2020)  

Beemdelust (2020) employs a two-timestep duplicated input layer model, for modelling 

perception of diphthongs. The toy language used in this replication of the experiment can be 

found in section 3.2.  
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Table 7: Probability list of all lexicon items, after 30k iterations of training, ‘iu’ to be perceived 

Final -a Prob Final -e Prob Final -i Prob Final -o Prob Final -u Prob 

aa 0.0000 ae 0.0000 ai 0.0000 ao 0.0000 au 0.0000 

ea 0.0000 ee 0.0000 ei 0.0000 eo 0.0001 eu 0.0004 

ia 0.0208 ie 0.0025 ii 0.0073 io 0.1008 iu 0.8646 

oa 0.0000 oe 0.0000 oi 0.0000 oo 0.0000 ou 0.0000 

ua 0.0005 ue 0.0001 ui 0.0013 uo 0.0010 uu 0.0006 

 

As shown in Table 7, the model was able to correctly identify ‘iu’ as the input utterance. 

Beemdelust examines final activations of ‘meaning nodes’ in her paper, showing that all 

nodes containing either an ‘i’ in the first position, or a ‘u’ in the final position have positive 

activation, whereas all other tokens have negative activation. There is a notable difference 

between the output here, and in Beemdelust’s experiment. Clearly reflected in the output is 

that all words starting with ‘i’ have the highest output probabilities, but words ending in -u 

do not necessarily belong in the top scorers. For example, ‘ou’ has an output probability of 

0, even though it ends in ‘u’. This is also reflected in the raw logits, where the similar 

discrepancy can be observed. Production also functions well, though rather than a direct map 

between phoneme and meaning, the RNN produces sound vectors. An utterance produced 

by the model is shown in Figure 19 below. 
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Figure 19: Utterance of eu after 30k iterations of perception and production training 

A cosine similarity table (Table 8) for comparing each lexical item was also made. 

Table 8: Cosine similarities of all diphthongs, split into two. 

 aa ae ai ao au ea ee ei eo eu ia ie 

aa 1.000 0.601 0.457 0.596 0.675 0.302 -0.143 -0.365 -0.090 -0.128 0.044 -0.366 

ae 0.601 1.000 0.599 0.682 0.493 0.093 0.279 -0.125 0.126 -0.168 -0.278 -0.024 

ai 0.457 0.599 1.000 0.460 0.689 -0.164 -0.118 0.116 -0.163 -0.073 -0.312 -0.239 

ao 0.596 0.682 0.460 1.000 0.602 -0.047 -0.086 -0.340 0.261 -0.215 -0.367 -0.364 

au 0.675 0.493 0.689 0.602 1.000 -0.054 -0.329 -0.249 -0.198 0.054 -0.257 -0.488 

ea 0.302 0.093 -0.164 -0.047 -0.054 1.000 0.608 0.366 0.560 0.655 0.163 -0.053 

ee -0.143 0.279 -0.118 -0.086 -0.329 0.608 1.000 0.630 0.699 0.542 -0.127 0.316 

ei -0.365 -0.125 0.116 -0.340 -0.249 0.366 0.630 1.000 0.428 0.680 -0.06 0.212 

eo -0.090 0.126 -0.163 0.261 -0.198 0.560 0.699 0.428 1.000 0.515 -0.187 0.006 

eu -0.128 -0.168 -0.073 -0.215 0.054 0.655 0.542 0.680 0.515 1.000 -0.075 -0.057 

ia 0.044 -0.278 -0.312 -0.367 -0.257 0.163 -0.127 -0.096 -0.187 -0.075 1.000 0.588 

ie -0.366 -0.024 -0.239 -0.364 -0.488 -0.053 0.316 0.212 0.006 -0.057 0.588 1.000 

ii -0.486 -0.336 0.059 -0.518 -0.277 -0.309 -0.055 0.366 -0.276 0.007 0.500 0.640 

io -0.368 -0.258 -0.333 -0.032 -0.363 -0.198 -0.058 -0.063 0.191 -0.149 0.534 0.650 

iu -0.368 -0.479 -0.186 -0.457 -0.089 -0.259 -0.288 0.048 -0.323 0.111 0.656 0.504 

oa 0.336 0.022 -0.088 0.154 0.089 0.385 0.042 -0.140 0.187 0.123 -0.295 -0.566 

oe -0.040 0.236 -0.069 0.150 -0.143 0.141 0.423 0.131 0.365 0.091 -0.560 -0.231 

oi -0.251 -0.165 0.170 -0.102 -0.067 -0.113 0.070 0.365 0.082 0.179 -0.571 -0.390 

oo -0.013 0.065 -0.096 0.406 -0.002 0.020 0.099 -0.086 0.473 0.024 -0.567 -0.468 

ou -0.041 -0.199 -0.018 0.032 0.204 0.006 -0.109 0.013 0.062 0.299 -0.524 -0.590 

ua 0.320 -0.039 -0.040 0.009 0.320 -0.046 -0.475 -0.569 -0.431 -0.203 0.232 -0.144 

ue -0.208 0.160 -0.066 -0.052 -0.038 -0.288 0.061 -0.183 -0.134 -0.159 -0.020 0.372 

ui -0.359 -0.244 0.217 -0.309 0.083 -0.586 -0.399 0.019 -0.513 -0.145 0.006 0.151 

uo -0.125 -0.030 -0.099 0.257 0.129 -0.419 -0.322 -0.451 -0.011 -0.263 -0.106 -0.001 

uu -0.098 -0.257 0.026 -0.106 0.348 -0.412 -0.542 -0.325 -0.479 -0.017 -0.004 -0.133 
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 ii io iu oa oe oi oo ou ua ue ui uo uu 

aa -0.486 -0.368 -0.368 0.336 -0.040 -0.251 -0.013 -0.041 0.320 -0.208 -0.359 -0.125 -0.098 

ae -0.336 -0.258 -0.479 0.022 0.236 -0.165 0.065 -0.199 -0.039 0.160 -0.244 -0.030 -0.257 

ai 0.059 -0.333 -0.186 -0.088 -0.069 0.170 -0.096 -0.018 -0.040 -0.066 0.217 -0.099 0.026 

ao -0.518 -0.032 -0.457 0.154 0.150 -0.102 0.406 0.032 0.009 -0.052 -0.309 0.257 -0.106 

au -0.277 -0.363 -0.089 0.089 -0.143 -0.067 -0.002 0.204 0.320 -0.038 0.083 0.129 0.348 

ea -0.309 -0.198 -0.259 0.385 0.141 -0.113 0.020 0.006 -0.046 -0.288 -0.586 -0.419 -0.412 

ee -0.055 -0.058 -0.288 0.042 0.423 0.070 0.099 -0.109 -0.475 0.061 -0.399 -0.322 -0.542 

ei 0.366 -0.063 0.048 -0.140 0.131 0.365 -0.086 0.013 -0.569 -0.183 0.019 -0.451 -0.325 

eo -0.276 0.191 -0.323 0.187 0.365 0.082 0.473 0.062 -0.431 -0.134 -0.513 -0.011 -0.479 

eu 0.007 -0.149 0.111 0.123 0.091 0.179 0.024 0.299 -0.203 -0.159 -0.145 -0.263 -0.017 

ia 0.500 0.534 0.656 -0.295 -0.560 -0.571 -0.567 -0.524 0.232 -0.020 0.006 -0.106 -0.004 

ie 0.640 0.650 0.504 -0.566 -0.231 -0.390 -0.468 -0.590 -0.144 0.372 0.151 -0.001 -0.133 

ii 1.000 0.464 0.751 -0.647 -0.454 -0.082 -0.557 -0.377 -0.161 0.125 0.507 -0.089 0.128 

io 0.464 1.000 0.560 -0.451 -0.361 -0.382 -0.111 -0.409 -0.084 0.197 0.112 0.353 0.004 

iu 0.751 0.560 1.000 -0.570 -0.622 -0.329 -0.544 -0.240 0.132 0.157 0.457 0.102 0.430 

oa -0.647 -0.451 -0.570 1.000 0.662 0.504 0.671 0.712 0.190 -0.191 -0.381 0.004 -0.117 

oe -0.454 -0.361 -0.622 0.662 1.000 0.651 0.766 0.597 -0.183 0.135 -0.282 0.075 -0.262 

oi -0.082 -0.382 -0.329 0.504 0.651 1.000 0.569 0.755 -0.234 -0.098 0.162 -0.025 0.006 

oo -0.557 -0.111 -0.544 0.671 0.766 0.569 1.000 0.665 -0.123 -0.024 -0.290 0.331 -0.122 

ou -0.377 -0.409 -0.240 0.712 0.597 0.755 0.665 1.000 0.082 -0.079 0.026 0.159 0.276 

ua -0.161 -0.084 0.132 0.190 -0.183 -0.234 -0.123 0.082 1.000 0.487 0.368 0.539 0.696 

ue 0.125 0.197 0.157 -0.191 0.135 -0.098 -0.024 -0.079 0.487 1.000 0.540 0.693 0.529 

ui 0.507 0.112 0.457 -0.381 -0.282 0.162 -0.290 0.026 0.368 0.540 1.000 0.434 0.724 

uo -0.089 0.353 0.102 0.004 0.075 -0.025 0.331 0.159 0.539 0.693 0.434 1.000 0.629 

uu 0.128 0.004 0.430 -0.117 -0.262 0.006 -0.122 0.276 0.696 0.529 0.724 0.629 1.000 

 

The model seems to put an emphasis on the starting vowel when it comes to determining 

similarity, with the second vowel providing a smaller influence. One notable example that 

Beemdelust (2020) mentions is the similarity between ‘aa’ and ‘uu’. This similarity is not 

present in this paper, and in fact even negative in the table produced by the RNN. This is 

potentially a result from the temporal nature of RNNs, as perhaps the sequence matters a lot 

more than the bare phonetic similarity. A plausible explanation is that in the first timestep, 

all words starting with the same vowel are activated relatively highly. That information lies 

encoded in the hidden state, and is carried on to the next timestep. As a result, even words 

sharing the same second vowel are still barely activated, as the model already sees them as 

unlikely candidates. This holds true especially for ‘aa’ vs ‘uu’, where the only similarity is 

phonetic, and the model already assigns a lower activation in timestep one, and likely lowers 

it further in the second timestep, only slightly less than a more phonetically dissimilar long 

monophthong like ‘ee’, and this is likely reflected in the cosine similarities between the 

learned representations.  

4.5.2 Meijer (2021) 

Meijer’s experiment revolved around the model being able to distinguish CV syllables 

from each other. Just as in Beemdelust, to accommodate this longer sequence, the input layer 

was reduplicated to be able to handle two sounds at once. The lexicon for this reproduction 

is shown in Table 9, and a production in Figure 20. 
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Table 9: Probabilities when perceiving 'tu' after 10k perception iterations 

Words T1 T2 

tu 0.6152 0.9374 

ku 0.0097 0.0525 

ki 0.2002 0.0057 

ta 0.1195 0.0019 

pa 0.0009 0.0016 

ti 0.0334 0.0007 

pu 0.0003 0.0003 

pi 0.0196 0.0000 

ka 0.0012 0.0000 

 

 

Figure 20: utterance of ka after 10k iterations of perception and 20k iterations of production training 

A cosine similarity table for comparing each syllable was also made, as in Meijer 

(2021). 
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Table 10: Cosine similarities at 10k iterations 

 
pa pu pi ta tu ti ka ku ki 

pa 1.000 0.382 -0.389 0.119 -0.111 -0.262 0.078 -0.098 -0.414 

pu 0.382 1.000 0.083 -0.373 -0.118 -0.281 0.088 0.288 -0.425 

pi -0.389 0.083 1.000 -0.272 -0.013 0.136 0.396 0.490 0.523 

ta 0.119 -0.373 -0.272 1.000 0.458 0.262 0.197 -0.010 0.160 

tu -0.111 -0.118 -0.013 0.458 1.000 0.331 -0.150 0.433 0.566 

ti -0.262 -0.281 0.136 0.262 0.331 1.000 -0.497 -0.161 0.517 

ka 0.078 0.088 0.396 0.197 -0.150 -0.497 1.000 0.539 -0.066 

ku -0.098 0.288 0.490 -0.010 0.433 -0.161 0.539 1.000 0.336 

ki -0.414 -0.425 0.523 0.160 0.566 0.517 -0.066 0.336 1.000 

 

When comparing cosine similarities between the results from our model in Table 10, and 

those of Meijer (2021), no significant deviations were found. 

4.5.3 Mul (2025) 

Mul’s (2025) experiment revolves around vowel length. Due to RNN memory 

constraints, values for length were slightly altered, as is also mentioned in section 2.4. 

Mul originally used a ratio of 10 : 13 : 17,  for short vowels, /i:/, and the other long 

vowels respectively. In this reproduction, those scales are changed to 4 : 6 : 8 timesteps 

instead. Upon examination of perception (Table 11), production (Figure 21), and cosine 

similarities (Table 12), no significant differences compared to Mul (2025) were found. 

Table 11: Perception of i; after 30k iterations 

 
T0 T1 T2 T3 T4 T5 T6 T7 

i 0.7865 0.9703 0.9751 0.9751 0.5697 0.1718 0.1385 0.2612 

i: 0.1533 0.0292 0.0244 0.0244 0.4197 0.8140 0.8520 0.7245 

e 0.0301 0.0002 0.0002 0.0001 0.0048 0.0047 0.0026 0.0050 

e: 0.0138 0.0000 0.0000 0.0000 0.0000 0.0000 0.0001 0.0002 

o 0.0058 0.0000 0.0000 0.0000 0.0001 0.0001 0.0001 0.0003 
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o: 0.0036 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 

u 0.0045 0.0002 0.0002 0.0003 0.0027 0.0072 0.0059 0.0080 

u: 0.0012 0.0000 0.0000 0.0000 0.0001 0.0002 0.0001 0.0002 

a 0.0011 0.0000 0.0001 0.0001 0.0028 0.0020 0.0006 0.0006 

a: 0.0001 0.0000 0.0000 0.0000 0.0001 0.0000 0.0000 0.0000 

 

 

Figure 21: Production of i: after 30k iterations of perception and production 

Table 12: Cosine similarities of vowels 

 
a a: e e: i i: o o: u u: 

a 1.000 0.425 0.197 -0.573 -0.058 -0.638 0.476 -0.304 0.737 0.040 

a: 0.425 1.000 -0.362 -0.422 -0.284 -0.489 0.142 -0.027 0.142 0.043 

e 0.197 -0.362 1.000 0.247 0.365 0.126 0.351 -0.321 0.331 -0.237 

e: -0.573 -0.422 0.247 1.000 -0.078 0.353 -0.130 0.210 -0.267 0.062 

i -0.058 -0.284 0.365 -0.078 1.000 0.320 0.046 -0.304 -0.134 -0.724 
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: -0.638 -0.489 0.126 0.353 0.320 1.000 -0.295 0.009 -0.573 -0.255 

o 0.476 0.142 0.351 -0.130 0.046 -0.295 1.000 0.246 0.425 -0.159 

o: -0.304 -0.027 -0.321 0.210 -0.304 0.009 0.246 1.000 -0.288 0.099 

u 0.737 0.142 0.331 -0.267 -0.134 -0.573 0.425 -0.288 1.000 0.323 

u: 0.040 0.043 -0.237 0.062 -0.724 -0.255 -0.159 0.099 0.323 1.000 

 

5. Discussion 

5.1 Experiment 1 – Perception 

The first experiment demonstrates that the proposed RNN architecture is capable of 

learning a lexicon, and also performing gradual speech perception, as described by the cohort 

model, without requiring reduplication of the input layer. Multiple training runs measured 

peak perception accuracy starting at about 10k training iterations. This learning took place 

through the random noise introduced in the input, showing the learning of mappings between 

auditory input and lexical representations. 

The RNN showed behaviour consistent with the predictions from the cohort model. 

Words with the same initial sounds received higher and roughly equal probabilities, forming 

a cohort, while incorrect lexical candidates were gradually eliminated. Tables 4 and 5 

demonstrate this, with the word in Table 4 having its recognition point only at T6, due to the 

way the toy language is designed, and in Table 5 the word being distinguished a lot earlier. 

Behaviour akin to human error-correction can also be found in the model. An example of a 

word recovering slightly after elimination is seen in Table 5, at pikita, at T5. Here, after 

hearing the t come in at timestep 5, the probability of pikita was raised significantly, which 

is similar to error-correcting behaviour also found in human perception. 

Due to these findings, we can give a positive answer to the first two research questions. 

The model processes speech incrementally without input-layer reduplication, but with 

cohort-like competition emerging during perception. As such, recurrent memory could 

provide a more cognitively plausible solution to temporal speech processing than other, input 

representation reduplicating, models. 

A limitation of this first experiment, and also the following, is that the toy language is 

quite simple. There are only twelve words in the lexicon in carefully controlled cohorts, 

which allows for cohort effects to be observed clearly, but is not enough evidence to support 
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the same behaviour in much larger vocabularies, with potentially also more complex 

phonological structures. The same goes for the acoustic input, which currently exists only as 

simplified spectral representations. Thus, the model has not been tested under the levels of 

variability encountered in natural languages. This is something future research should 

address. 

5.2 Experiment 2 – Perception and production 

In the second experiment, the model was extended to also include production. The 

production pathway was made to function in such a way that it uses the shared recurrent unit 

to support both perception and production. The architecture resembles a simplified seq2seq 

model, with perception functioning as an encoder and production functioning as a decoder. 

The results show that the learned representations after perceiving contain sufficient 

information for both the classification during perception, and the incremental production. 

Generated ‘speech’ resembled the target ‘ideal’ forms of the sounds, even when the 

underlying sound used to generate the hidden state was noisy. This shows that the model 

actually learns the distribution behind the sounds it perceives. 

In Figure 9, behaviour can be seen that is potential evidence for a form of categorical 

perception. The noise present in the input, for example in timestep 1, results in the underlying 

peak lying to the right of the ideal peak, but the peak produced by the model aligns with that 

of the ideal one, not the one used for generation. 

These results provide evidence supporting the third research question. The 

representations learned during perceptions do indeed support the production pathway, 

demonstrating compatibility with the bidirectional assumptions of BiPhon. Rather than 

requiring two separate networks, or a fully separate production and perception system, both 

processes function with a shared recurrent unit. 

There are also several limitations for this experiment. Production quality is only evaluated 

by comparing produced vectors to the idealised targets, and to the underlying inputs, but not 

through actual perceptual testing using the model itself again. Furthermore, reduced 

activation peaks in the production show that some averaging also occurs during learning. 

The averaging likely contributes to the categorical perception seen in Experiment 1. Future 

work should investigate different training procedures that can preserve the earlier seen 

behaviours, while also producing sharper acoustic outputs. 
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5.3 Experiment 3 – Dynamic targets 

In the third experiment, the effect of dynamic targets, e.g. targets that adapt to the 

information available to the model so as not to punish it for things it could not know, on the 

observed behaviours was investigated. Little to no effect was found on overall classification 

accuracy or production performance. This is in line with what would be expected if the 

underlying RNN architecture itself is what drives the main learning. Notable differences did 

emerge however in the cohort behaviour. Without dynamic targets, a larger reliance on 

acoustic information was found. As a result, candidate words were occasionally able to be 

distinguished earlier than expected based on the phonological sequence. This is because due 

to the interaction between consonants and vowels, it can be possible to know what vowel 

comes next, solely depending on the frequency assigned to the consonant. As a result, it 

seems that using dynamic targets does impart some extra phonological information to the 

model, and this affects the behaviour during perception. This result is likely not a sign of the 

model’s inability to learn, or incompatibility with, the cohort model, but rather another 

confirmation of it. The cohort model relies on forming cohorts based on the available 

information, which the model does regardless of the use of dynamic targets. Rather, this 

newly observed effect is a reflection of the simplicity of the toy language. If there were more 

acoustic factors involved, it might have been harder for the model to distinguish the 

following vowel from consonant quality alone, and thus still have exhibited the same 

behaviour as that with dynamic targets. 

5.4 Experiment 4 – Longer sequences 

The fourth experiment tested longer sound lengths, taking either two or three timesteps per 

sound. At two timesteps, the perception results were very similar, if not marginally better, 

than those with one-timestep length sounds. This accuracy dropped at length 3, from around 

98% to about 60% accuracy. For production, the added length was detrimental, with the 

model starting off relatively okay at early timesteps, but quickly degrading into nonsense 

vectors, that were sometimes constant across what should be different sounds. This is likely 

a limitation of the RNN architecture itself. 

Future research should consider experimenting with different architectures such as LSTMs 

or GRUs. Otherwise, alternate training methods could be experimented with as well. In the 

current research, input and hidden layer weights were frozen during production. Perhaps a 
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training method where perception and production are alternated each iteration could be more 

fruitful in producing better results for the production pathway. 

5.5 Beemdelust (2020) - Diphthongs 

Beemdelust (2020), and the other replication experiments, served as test of the validity of 

the current architecture. If the temporality of RNNs is indeed valid, the same sorts of 

utterances should be able to be modelled by the RNN. In Beemdelust’s original model, the 

diphthong was represented by two simultaneous vowel components, through a reduplicated 

input structure. The RNN implemented the diphthongs sequentially. The RNN was 

successful in identifying all of the diphthongs, successfully replicating the same 

phenomenon as in Beemdelust (2020). Some differences emerged when studying the cosine 

similarities of the lexical items. In Beemdelust (2020), other diphthongs that share either a 

first or final vowel with the uttered diphthong were highly activated. In the RNN model, 

only diphthongs sharing the first vowel showed elevated activation. This is another finding 

that demonstrates the effect of sequentiality on the model’s phonological knowledge. The 

difference arises from the fact that the model now ‘remembers’ the first vowel, and thus 

doesn’t assign higher values to diphthongs with a shared final vowel, because they don’t 

meet the initial requirement of sharing that first vowel. 

5.6 Meijer (2021) – CV syllables 

Replication of Meijer (2021) investigated essentially the same thing as Beemdelust 

(2020), but with CV lexical items rather than VV lexical items. As in the original study, the 

model successfully learned to distinguish between various CV items, and also produce them. 

Here also there were varying differences in the cosine similarity table. No pattern in these 

dissimilarities was found, and they are likely a result of random noise and architectural 

differences. 

5.7 Mul (2025) – Vowel length 

Replication of Mul (2025) was more demanding due to the length used to model the 

vowels. A slightly scaled version was used to accommodate for memory limits of the RNN. 

The main goal of this experiment was to test a purely temporal phenomenon, as unlike CV 

or VV sequences, vowel length is purely temporal. Results again show that the model is 

capable of distinguishing between long and short vowels, and also producing them. The 

model always distinguished a long vowel from a short vowel, as soon as utterance length 
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exceeded that of a short vowel by just a single timestep. One thing to look out for in future 

tests is to vary vowel length, so that the model has to deal with noise in this aspect as well. 

Cosine similarities ended up as similar to the 30k iteration trial in Mul (2025), but vowels 

were never as similar as trials with less iterations. 

5.8 On recurrence vs reduplication 

The goal of this thesis was to replace the input layer reduplication of existing models with 

recurrence. In this section I will elaborate further on what separates the RNN from existing 

reduplication-based models. The largest difference is reflected in the existence of only a 

single weight layer. Even though the RNN can process longer inputs, every input goes 

through the same exact weights, where older models have a separate input layer for every 

timestep, with its own separate set of weights connecting it to the next layer. One trade-off 

that naturally arises is a longer processing time that depends on the sequence length. There 

is one full step of processing, processing input, the previous hidden state, and producing an 

output, per timestep. This is not at all a problem, but rather just the nature of temporal 

processing. 

One theoretical advantage, aside from those discussed earlier, of the input layer 

containing shared weights at every timestep is that the model is forced to learn sound 

structures regardless of their position in the sequence. Since earlier models have separate 

weights for every input layer, each layer has to learn the structures of the sounds it produces 

separately. In the case of a toy language like the one used in this paper, this might result in 

the odd-numbered input layers (1, 3, 5…) learning only to model consonants, and the even-

numbered layers learning only to model vowels. Future research should investigate this issue, 

by training both model architectures with a toy language like the one used here, but testing 

them on lexical items with a different structure not included in the training. For example, the 

models could be trained using CVCVCV words like in the current toy language, but then 

tested also on VCVCVC words. 

Another large difference between RNNs and the previously used Boltzmann machines is 

the training method. The earlier models rely on the “neurons that fire together, wire together” 

Hebbian learning principle, and are more straightforward in how their connections are 

strengthened or weakened. The training process of RNNs is a bit more convoluted, and for 

BPTT both the predictions/productions, and targets at every timestep have to be saved to 

calculate the loss at every timestep. Other methods of implementing recurrence that provide 
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a more intuitive approach to training are another avenue of future research that should be 

pursued. 

6. Conclusion 

This thesis investigated whether recurrent neural networks are viable for incorporating 

temporal processing into BiPhon-NN neural network models. Results demonstrate that 

recurrent architectures can successfully perform incremental speech perception and 

production without requiring reduplication of the input layer that depends on sequence 

length. Cohort-like lexical competition emerged naturally during perception, production 

could be supported through shared internal representations, and several temporal phenomena 

from previous studies were successfully replicated. Taken together, these findings provide 

evidence that RNNs are cognitively plausible for modelling the temporal nature of speech. 

Though limitations remain, in particular with respect to longer input sequences and the detail 

of the input, present work demonstrates that time can be integrated through recurrence rather 

than reduplication. Future works should investigate larger vocabularies, more realistic 

acoustic input, and different architectures such as LSTMs and GRUs. Nevertheless, the 

current successful modelling of temporal phonological phenomena in both perception and 

production, means that RNNs provides a promising framework for furthering BiPhon-NN. 

 

 

 

 

 

 

 

 

 

 

 



42 

 

7. Bibliography 

Beemdelust, A. (2020). The addition of time to a restricted deep Boltzmann machine using 

a holistic model, and the machine’s ability to distinguish between different 

sequences of sounds. [BA thesis, University of Amsterdam] 

Boersma, P. (2011). A programme for bidirectional phonology and phonetics and their 

acquisition and evolution. In A. Benz, & J. Mattausch (Eds.), Bidirectional 

Optimality Theory (pp. 33-72). (Linguistik Aktuell/Linguistics Today; Vol. 180). 

John Benjamins Publishing Company. https://doi.org/10.1075/la.180.02boe 

Boersma, P. (2019). Simulated distributional learning in deep Boltzmann machines leads to 

the emergence of discrete categories. In Proceedings of the 19th International 

Congress of Phonetic Sciences, 1520–1524, Melbourne. 

Boersma, P., Benders, T., & Seinhorst, K. (2020). Neural network models for phonology 

and phonetics. Journal of Language Modelling, 8(1). 

https://doi.org/10.15398/jlm.v8i1.224 

Boersma, P., Chládková, K., & Benders, T. (2022). Phonological features emerge 

substance-freely from the phonetics and the morphology. Canadian Journal of 

Linguistics / Revue canadienne de linguistique, 67(4), 611–669. 

https://doi.org/10.1017/cnj.2022.39 

Harris, C. R., Millman, K. J., van der Walt, S. J., Gommers, R., Virtanen, P., Cournapeau, 

D., … Oliphant, T. E. (2020). Array programming with NumPy. Nature, 585(7825), 

357–362. https://doi.org/10.1038/s41586-020-2649-2 

Hunter, J. D. (2007). Matplotlib: A 2D graphics environment. Computing in Science & 

Engineering, 9(3), 90–95. https://doi.org/10.1109/MCSE.2007.55 

Marslen-Wilson, W. D., & Welsh, A. (1978). Processing interactions and lexical access 

during word recognition in continuous speech. Cognitive Psychology, 10(1), 29–63. 

https://doi.org/10.1016/0010-0285(78)90018-x 

Marslen-Wilson, W., & Tyler, L. K. (1980). The temporal structure of spoken language 

understanding. Cognition, 8(1), 1–71. https://doi.org/10.1016/0010-0277(80)90015-

3 

https://doi.org/10.1075/la.180.02boe
https://doi.org/10.15398/jlm.v8i1.224
https://doi.org/10.1017/cnj.2022.39
https://doi.org/10.1038/s41586-020-2649-2?utm_source=chatgpt.com
https://doi.org/10.1109/MCSE.2007.55
https://doi.org/10.1016/0010-0285(78)90018-x
https://doi.org/10.1016/0010-0277(80)90015-3
https://doi.org/10.1016/0010-0277(80)90015-3


43 

 

Meijer, S. (2021). The emergence of consonant categories in a virtual brain. [BA thesis, 

University of Amsterdam] 

Mul, J. (2025). The phonological inventory emerges substance-freely from the phonetics 

and the morphology [BA thesis, University of Amsterdam] 

Python Software Foundation. (2025). Python (Version 3.14). https://www.python.org/ 

Virtanen, P., Gommers, R., Oliphant, T. E., Haberland, M., Reddy, T., Cournapeau, D., … 

SciPy 1.0 Contributors. (2020). SciPy 1.0: Fundamental algorithms for scientific 

computing in Python. Nature Methods, 17(3), 261–272. 

https://doi.org/10.1038/s41592-019-0686-2 

Yang, J. (2020). Distributional learning of Mandarin lexical tones in bidirectional deep 

neural network. [MA student paper, University of Amsterdam] 

Zhang, A., Lipton, Z. C., Li, M., & Smola, A. J. (2023). Dive into deep learning. Retrieved 

from Dive into Deep Learning 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

https://www.python.org/
https://doi.org/10.1038/s41592-019-0686-2
https://d2l.ai/?utm_source=chatgpt.com


44 

 

8. Appendices 

8.1 Languages.py  

  1. """Define the artificial language and utterance generation utilities.""" 

  2.   

  3. from scipy.stats import bernoulli, norm 

  4. import random 

  5.   

  6. class Vowel: 

  7.     """Generate vowel formant values with Gaussian noise.""" 

  8.   

  9.     def __init__(self, F1, F2): 

 10.         self.F1 = F1 

 11.         self.F2 = F2 

 12.   

 13.     def utter(self, length=1): 

 14.         """Generate a vowel utterance sequence of given length. 

 15.   

 16.         Returns: 

 17.             A list of (F1, F2) tuples for each timestep. 

 18.         """ 

 19.         if self.F1 == 0 and self.F2 == 0: 

 20.             return [(0, 0) for _ in range(length)] 

 21.   

 22.         rand_F1 = norm.rvs(loc=self.F1, scale=1, size=length) 

 23.         rand_F2 = norm.rvs(loc=self.F2, scale=1, size=length) 

 24.   

 25.         return [(rand_F1[i], rand_F2[i]) for i in range(length)] 

 26.      

 27.     def perfect(self, length=1): 

 28.         if self.F1 == 0 and self.F2 == 0: 

 29.             return [(0, 0) for _ in range(length)] 

 30.         return [(self.F1, self.F2) for i in range(length)] 

 31.   

 32. class Consonant: 

 33.     """Generate consonant formant bursts at vowel-dependent locations.""" 

 34.   

 35.     def __init__(self, a_burst, i_burst, u_burst): 

 36.         self.bursts = { 

 37.             "a": a_burst, 

 38.             "i": i_burst, 

 39.             "u": u_burst 

 40.         } 

 41.   

 42.     def utter(self, vowel, length=1): 

 43.         """Generate a consonant utterance conditioned on a following vowel.""" 

 44.         F1_list = norm.rvs(loc=self.bursts[vowel], scale=1.5, size=length) 

 45.         return [(F1, 0) for F1 in F1_list] 

 46.      

 47.     def perfect(self, vowel, length=1): 

 48.         return [(self.bursts[vowel], 0) for _ in range(length)] 

 49.   

 50. # Tone and vowel classes used by the artificial language. 

 51. vowels = { 

 52.     'a': Vowel(13, 19), 

 53.     'e': Vowel(10, 22), 

 54.     'i': Vowel(7, 25), 

 55.     'o': Vowel(10, 16), 

 56.     'u': Vowel(7, 13), 

 57.     '0': Vowel(0, 0) 

 58. } 

 59.   

 60. consonants = { 

 61.     'p': Consonant(9, 18, 14), 

 62.     't': Consonant(27, 29, 25), 

 63.     'k': Consonant(19, 23, 21) 

 64. } 

 65.   

 66. class Word: 
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 67.     """A word represented by a phoneme sequence and its generated utterance.""" 

 68.   

 69.     def __init__(self, phonseq): 

 70.         self.phonseq = phonseq 

 71.   

 72.     def utterance(self, length=1): 

 73.         """Generate a noisy utterance sequence for this word. 

 74.   

 75.         Args: 

 76.             length: number of frames per phoneme. 

 77.   

 78.         Returns: 

 79.             A list of (F1, F2) tuples forming the full utterance. 

 80.         """ 

 81.         sequence = [] 

 82.         phonseq = self.phonseq 

 83.   

 84.         for i in range(len(phonseq)): 

 85.             phon = phonseq[i] 

 86.   

 87.             if phon in consonants: 

 88.                 sequence += consonants[phon].utter(phonseq[i + 1], length) 

 89.             else: 

 90.                 sequence += vowels[phon].utter(length) 

 91.   

 92.         return sequence 

 93.      

 94.     def perfect(self, length=1): 

 95.         sequence = [] 

 96.         phonseq = self.phonseq 

 97.          

 98.         for i in range(len(phonseq)): 

 99.             phon = phonseq[i] 

100.   

101.             if phon in consonants: 

102.                 sequence += consonants[phon].perfect(phonseq[i + 1], length) 

103.             else: 

104.                 sequence += vowels[phon].perfect(length) 

105.   

106.         return sequence 

107.   

108. # Cohort 1 

109. pitaku = Word('pitaku') 

110. pipiti = Word('pipiti') 

111. pikita = Word('pikita') 

112. pituka = Word('pituka') 

113.   

114. # Cohort 2 

115. katuka = Word('katuka') 

116. katuti = Word('katuti') 

117. katupu = Word('katupu') 

118. katupa = Word('katupa') 

119.   

120. # Unique 

121. tutapa = Word('tutapa') 

122. pupupu = Word('pupupu') 

123. kipiti = Word('kipiti') 

124. tapika = Word('tapika') 

125.   

126. aa = Word('aa') 

127. ae = Word('ae') 

128. ai = Word('ai') 

129. ao = Word('ao') 

130. au = Word('au') 

131.   

132. ea = Word('ea') 

133. ee = Word('ee') 

134. ei = Word('ei') 

135. eo = Word('eo') 

136. eu = Word('eu') 

137.   
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138. ia = Word('ia') 

139. ie = Word('ie') 

140. ii = Word('ii') 

141. io = Word('io') 

142. iu = Word('iu') 

143.   

144. oa = Word('oa') 

145. oe = Word('oe') 

146. oi = Word('oi') 

147. oo = Word('oo') 

148. ou = Word('ou') 

149.   

150. ua = Word('ua') 

151. ue = Word('ue') 

152. ui = Word('ui') 

153. uo = Word('uo') 

154. uu = Word('uu') 

155.   

156. vowel_combinations = [ 

157.     aa, ae, ai, ao, au, 

158.     ea, ee, ei, eo, eu, 

159.     ia, ie, ii, io, iu, 

160.     oa, oe, oi, oo, ou, 

161.     ua, ue, ui, uo, uu 

162. ] 

163.   

164. pa = Word('pa') 

165. pu = Word('pu') 

166. pi = Word('pi') 

167. ta = Word('ta') 

168. tu = Word('tu') 

169. ti = Word('ti') 

170. ka = Word('ka') 

171. ku = Word('ku') 

172. ki = Word('ki') 

173.   

174. syllables = [ 

175.     pa, pu, pi, 

176.     ta, tu, ti, 

177.     ka, ku, ki 

178. ] 

179.   

180. class Language: 

181.     """Container for vocabulary words and random utterance sampling.""" 

182.   

183.     def __init__(self, words): 

184.         self.words = words 

185.         self.word_labels = [word.phonseq for word in self.words] 

186.   

187.     def add_word(self, word): 

188.         """Add a new word to the language vocabulary.""" 

189.         self.words.append(word) 

190.         self.word_labels.append(word.phonseq) 

191.   

192.     def random_utterance(self, length=1): 

193.         """Sample a random vocabulary word and produce its utterance.""" 

194.         word = random.choice(self.words) 

195.         return word.utterance(length), word 

196.   

197. aaaa = Word('aaaa0000') 

198. eeee = Word('eeee0000') 

199. iiii = Word('iiii0000') 

200. oooo = Word('oooo0000') 

201. uuuu = Word('uuuu0000') 

202.   

203. aaaaaaaa = Word('aaaaaaaa') 

204. eeeeeeee = Word('eeeeeeee') 

205. iiiiii = Word('iiiiii00') 

206. oooooooo = Word('oooooooo') 

207. uuuuuuuu = Word('uuuuuuuu') 

208.   
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209. long_vowels = [ 

210.     aaaa, aaaaaaaa, 

211.     eeee, eeeeeeee, 

212.     iiii, iiiiii, 

213.     oooo, oooooooo, 

214.     uuuu, uuuuuuuu, 

215. ] 

216.   

217. main_language = Language([pitaku, pituka, pikita, pipiti, katuka, katuti, katupu, katupa, tutapa, pupupu, kipiti, tapika]) 

218. beemdelust_language = Language(vowel_combinations) 

219. meijer_language = Language(syllables) 

220. mul_language = Language(long_vowels) 

221.   

8.2 Network.py 

  1. """Simple recurrent neural network layers and training utilities.""" 

  2.   

  3. import numpy as np 

  4.   

  5. # ============================================================ 

  6. # Layers 

  7. # ============================================================ 

  8.   

  9. class InputLayer: 

 10.     """Project input vectors into hidden state space.""" 

 11.   

 12.     def __init__(self, input_size, hidden_size): 

 13.   

 14.         # Xavier-style initialization 

 15.         self.W = np.random.randn( 

 16.             hidden_size, 

 17.             input_size 

 18.         ) / np.sqrt(input_size) 

 19.   

 20.         self.b = np.zeros((hidden_size, 1)) 

 21.   

 22.     def forward(self, X): 

 23.   

 24.         return np.dot(self.W, X) + self.b 

 25.   

 26. class HiddenLayer: 

 27.     """Shared recurrent hidden layer.""" 

 28.   

 29.     def __init__(self, hidden_size): 

 30.   

 31.         # Stable recurrent initialization 

 32.         self.W_hh = np.random.randn( 

 33.             hidden_size, 

 34.             hidden_size 

 35.         ) / np.sqrt(hidden_size) 

 36.   

 37.         self.b_h = np.zeros((hidden_size, 1)) 

 38.   

 39.     def forward(self, x_proj, h_prev): 

 40.   

 41.         return np.tanh( 

 42.             np.dot(self.W_hh, h_prev) 

 43.             + x_proj 

 44.             + self.b_h 

 45.         ) 

 46.   

 47. class OutputLayer: 

 48.     """Linear output layer.""" 

 49.   

 50.     def __init__(self, hidden_size, output_size): 

 51.   

 52.         self.W = np.random.randn( 

 53.             output_size, 

 54.             hidden_size 

 55.         ) / np.sqrt(hidden_size) 
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 56.   

 57.         self.b = np.zeros((output_size, 1)) 

 58.   

 59.     def forward(self, h): 

 60.   

 61.         return np.dot(self.W, h) + self.b 

 62.   

 63. # ============================================================ 

 64. # Shared-state RNN 

 65. # ============================================================ 

 66.   

 67. class RNN: 

 68.     """ 

 69.     Shared-state recurrent neural network. 

 70.   

 71.     IMPORTANT: 

 72.     Perception and production use the SAME recurrent dynamics. 

 73.   

 74.     The only separate components are the output heads. 

 75.     """ 

 76.   

 77.     def __init__( 

 78.         self, 

 79.         input_size, 

 80.         hidden_size, 

 81.         output_size, 

 82.     ): 

 83.   

 84.         # Shared encoder dynamics 

 85.         self.input_layer = InputLayer( 

 86.             input_size, 

 87.             hidden_size 

 88.         ) 

 89.   

 90.         self.hidden_layer = HiddenLayer( 

 91.             hidden_size 

 92.         ) 

 93.   

 94.         # Perception head 

 95.         self.output_layer = OutputLayer( 

 96.             hidden_size, 

 97.             output_size 

 98.         ) 

 99.   

100.         # Production head 

101.         self.production_output_layer = OutputLayer( 

102.             hidden_size, 

103.             input_size 

104.         ) 

105.   

106.         self.hidden_size = hidden_size 

107.         self.input_size = input_size 

108.   

109.     # ======================================================== 

110.     # Utilities 

111.     # ======================================================== 

112.   

113.     def softmax(self, x): 

114.   

115.         x = x - np.max(x) 

116.   

117.         exp = np.exp(x) 

118.   

119.         return exp / np.sum(exp, keepdims=True) 

120.   

121.     # ======================================================== 

122.     # Perception 

123.     # ======================================================== 

124.   

125.     def forward(self, inputs, h_prev): 

126.         """ 
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127.         Perception forward pass. 

128.         """ 

129.   

130.         xs = {} 

131.         hs = {} 

132.         ys = {} 

133.         probs_dict = {} 

134.   

135.         hs[-1] = h_prev 

136.   

137.         for t in range(len(inputs)): 

138.   

139.             x_proj = self.input_layer.forward( 

140.                 inputs[t] 

141.             ) 

142.   

143.             h = self.hidden_layer.forward( 

144.                 x_proj, 

145.                 hs[t - 1] 

146.             ) 

147.   

148.             y = self.output_layer.forward(h) 

149.   

150.             probs = self.softmax(y) 

151.   

152.             xs[t] = inputs[t] 

153.             hs[t] = h 

154.             ys[t] = y 

155.             probs_dict[t] = probs 

156.   

157.         return xs, hs, ys, probs_dict 

158.   

159.     # ======================================================== 

160.     # Production 

161.     # ======================================================== 

162.   

163.     def production_output(self, h): 

164.         """ 

165.         Continuous production output. 

166.   

167.         IMPORTANT: 

168.         No softmax. 

169.         Production targets are continuous spectra. 

170.         """ 

171.   

172.         return self.production_output_layer.forward(h) 

173.   

174.     def generate_production_sequence( 

175.         self, 

176.         final_perceptual_h, 

177.         seq_length, 

178.         teacher_forcing_inputs=None, 

179.         teacher_forcing_ratio=1.0, 

180.     ): 

181.         """ 

182.         Shared-state autoregressive generation. 

183.   

184.         Production reuses the SAME recurrent dynamics 

185.         as perception. 

186.         """ 

187.   

188.         productions = [] 

189.   

190.         prod_states = { 

191.             "pre": {}, 

192.             "post": {} 

193.         } 

194.   

195.         h_prod = final_perceptual_h.copy() 

196.   

197.         for t in range(seq_length): 
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198.   

199.             # Store pre-update hidden state 

200.             prod_states["pre"][t] = h_prod.copy() 

201.   

202.             # Generate continuous spectral vector 

203.             output = self.production_output_layer.forward( 

204.                 h_prod 

205.             ) 

206.   

207.             productions.append(output) 

208.   

209.             # ==================================================== 

210.             # Scheduled sampling 

211.             # ==================================================== 

212.   

213.             use_teacher = ( 

214.                 teacher_forcing_inputs is not None 

215.                 and np.random.rand() < teacher_forcing_ratio 

216.             ) 

217.   

218.             if use_teacher: 

219.   

220.                 feedback = teacher_forcing_inputs[t] 

221.   

222.             else: 

223.   

224.                 feedback = output.copy() 

225.   

226.             # ==================================================== 

227.             # Shared recurrent dynamics 

228.             # ==================================================== 

229.   

230.             x_proj = self.input_layer.forward( 

231.                 feedback 

232.             ) 

233.   

234.             # IMPORTANT: 

235.             # SAME recurrent unit as perception 

236.             h_new = self.hidden_layer.forward( 

237.                 x_proj, 

238.                 h_prod 

239.             ) 

240.   

241.             prod_states["post"][t] = h_new.copy() 

242.   

243.             h_prod = h_new 

244.   

245.         return productions, prod_states 

246.   

247.     # ======================================================== 

248.     # Perception backprop 

249.     # ======================================================== 

250.   

251.     def backward( 

252.         self, 

253.         xs, 

254.         hs, 

255.         probs, 

256.         targets=None, 

257.         lr=1e-3, 

258.         freeze_perception=False, 

259.     ): 

260.   

261.         dWxh = np.zeros_like(self.input_layer.W) 

262.         dbx = np.zeros_like(self.input_layer.b) 

263.   

264.         dWhh = np.zeros_like(self.hidden_layer.W_hh) 

265.         dbh = np.zeros_like(self.hidden_layer.b_h) 

266.   

267.         dWhy = np.zeros_like(self.output_layer.W) 

268.         dby = np.zeros_like(self.output_layer.b) 
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269.   

270.         dh_next = np.zeros((self.hidden_size, 1)) 

271.   

272.         for t in reversed(range(len(xs))): 

273.   

274.             dh = np.zeros((self.hidden_size, 1)) 

275.   

276.             if targets is not None: 

277.   

278.                 dy = probs[t] - targets[t] 

279.   

280.                 dWhy += np.dot( 

281.                     dy, 

282.                     hs[t].T 

283.                 ) 

284.   

285.                 dby += dy 

286.   

287.                 dh += ( 

288.                     np.dot( 

289.                         self.output_layer.W.T, 

290.                         dy 

291.                     ) 

292.                     + dh_next 

293.                 ) 

294.   

295.             else: 

296.   

297.                 dh = dh_next.copy() 

298.   

299.             dh_raw = ( 

300.                 1 - hs[t] ** 2 

301.             ) * dh 

302.   

303.             dbh += dh_raw 

304.   

305.             dWhh += np.dot( 

306.                 dh_raw, 

307.                 hs[t - 1].T 

308.             ) 

309.   

310.             dWxh += np.dot( 

311.                 dh_raw, 

312.                 xs[t].T 

313.             ) 

314.   

315.             dbx += dh_raw 

316.   

317.             dh_next = np.dot( 

318.                 self.hidden_layer.W_hh.T, 

319.                 dh_raw 

320.             ) 

321.   

322.         # Gradient clipping 

323.         for d in [ 

324.             dWxh, 

325.             dWhh, 

326.             dWhy, 

327.             dby, 

328.             dbh, 

329.             dbx, 

330.         ]: 

331.             np.clip(d, -5, 5, out=d) 

332.   

333.         if not freeze_perception: 

334.   

335.             self.input_layer.W -= lr * dWxh 

336.             self.input_layer.b -= lr * dbx 

337.   

338.             self.hidden_layer.W_hh -= lr * dWhh 

339.             self.hidden_layer.b_h -= lr * dbh 
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340.   

341.             self.output_layer.W -= lr * dWhy 

342.             self.output_layer.b -= lr * dby 

343.   

344.     # ======================================================== 

345.     # Production backprop 

346.     # ======================================================== 

347.   

348.     def backward_production_only( 

349.         self, 

350.         final_h, 

351.         production_targets, 

352.         lr=1e-3, 

353.         freeze_perception=False, 

354.         teacher_forcing_ratio=0.5, 

355.     ): 

356.         """ 

357.         Backprop through autoregressive production. 

358.   

359.         IMPORTANT: 

360.         Gradients flow into the SHARED recurrent unit. 

361.         """ 

362.   

363.         productions, prod_states = ( 

364.             self.generate_production_sequence( 

365.                 final_h, 

366.                 len(production_targets), 

367.                 teacher_forcing_inputs=production_targets, 

368.                 teacher_forcing_ratio=teacher_forcing_ratio, 

369.             ) 

370.         ) 

371.   

372.         # ==================================================== 

373.         # Production head gradients 

374.         # ==================================================== 

375.   

376.         dWprod = np.zeros_like( 

377.             self.production_output_layer.W 

378.         ) 

379.   

380.         dby_prod = np.zeros_like( 

381.             self.production_output_layer.b 

382.         ) 

383.   

384.         # ==================================================== 

385.         # Shared recurrent gradients 

386.         # ==================================================== 

387.   

388.         dWxh = np.zeros_like( 

389.             self.input_layer.W 

390.         ) 

391.   

392.         dbx = np.zeros_like( 

393.             self.input_layer.b 

394.         ) 

395.   

396.         dWhh = np.zeros_like( 

397.             self.hidden_layer.W_hh 

398.         ) 

399.   

400.         dbh = np.zeros_like( 

401.             self.hidden_layer.b_h 

402.         ) 

403.   

404.         dh_next = np.zeros( 

405.             (self.hidden_size, 1) 

406.         ) 

407.   

408.         # ==================================================== 

409.         # BPTT 

410.         # ==================================================== 



53 

 

411.   

412.         for t in reversed( 

413.             range(len(production_targets)) 

414.         ): 

415.   

416.             output = productions[t] 

417.   

418.             h_pre = prod_states["pre"][t] 

419.   

420.             target = production_targets[t] 

421.   

422.             # MSE gradient 

423.             dy = ( 

424.                 2 

425.                 * (output - target) 

426.                 / target.size 

427.             ) 

428.   

429.             # ==================================================== 

430.             # Production output gradients 

431.             # ==================================================== 

432.   

433.             dWprod += np.dot( 

434.                 dy, 

435.                 h_pre.T 

436.             ) 

437.   

438.             dby_prod += dy 

439.   

440.             # ==================================================== 

441.             # Backprop into shared hidden state 

442.             # ==================================================== 

443.   

444.             dh = ( 

445.                 np.dot( 

446.                     self.production_output_layer.W.T, 

447.                     dy 

448.                 ) 

449.                 + dh_next 

450.             ) 

451.   

452.             dh_raw = ( 

453.                 1 - h_pre ** 2 

454.             ) * dh 

455.   

456.             # Shared recurrent gradients 

457.             dbh += dh_raw 

458.   

459.             prev_h = ( 

460.                 prod_states["pre"][t - 1] 

461.                 if t > 0 

462.                 else final_h 

463.             ) 

464.   

465.             dWhh += np.dot( 

466.                 dh_raw, 

467.                 prev_h.T 

468.             ) 

469.   

470.             # Shared input gradients 

471.             feedback_input = ( 

472.                 production_targets[t] 

473.             ) 

474.   

475.             dWxh += np.dot( 

476.                 dh_raw, 

477.                 feedback_input.T 

478.             ) 

479.   

480.             dbx += dh_raw 

481.   
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482.             dh_next = np.dot( 

483.                 self.hidden_layer.W_hh.T, 

484.                 dh_raw 

485.             ) 

486.   

487.         # ==================================================== 

488.         # Gradient clipping 

489.         # ==================================================== 

490.   

491.         for d in [ 

492.             dWprod, 

493.             dby_prod, 

494.             dWxh, 

495.             dbx, 

496.             dWhh, 

497.             dbh, 

498.         ]: 

499.             np.clip(d, -5, 5, out=d) 

500.   

501.         # ==================================================== 

502.         # Update production head 

503.         # ==================================================== 

504.   

505.         self.production_output_layer.W -= ( 

506.             lr * dWprod 

507.         ) 

508.   

509.         self.production_output_layer.b -= ( 

510.             lr * dby_prod 

511.         ) 

512.   

513.         # ==================================================== 

514.         # Update shared recurrent system 

515.         # ==================================================== 

516.   

517.         if not freeze_perception: 

518.   

519.             self.input_layer.W -= lr * dWxh 

520.             self.input_layer.b -= lr * dbx 

521.   

522.             self.hidden_layer.W_hh -= lr * dWhh 

523.             self.hidden_layer.b_h -= lr * dbh 

524.   

525.     # ======================================================== 

526.     # Utilities 

527.     # ======================================================== 

528.   

529.     def get_params(self): 

530.   

531.         return { 

532.   

533.             "Wxh": self.input_layer.W.copy(), 

534.             "bx": self.input_layer.b.copy(), 

535.   

536.             "Whh": self.hidden_layer.W_hh.copy(), 

537.             "bh": self.hidden_layer.b_h.copy(), 

538.   

539.             "Why": self.output_layer.W.copy(), 

540.             "by": self.output_layer.b.copy(), 

541.   

542.             "Wprod": ( 

543.                 self.production_output_layer.W.copy() 

544.             ), 

545.   

546.             "bprod": ( 

547.                 self.production_output_layer.b.copy() 

548.             ), 

549.         } 

550.   

551.     def set_params(self, params): 

552.   
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553.         self.input_layer.W = params["Wxh"].copy() 

554.         self.input_layer.b = params["bx"].copy() 

555.   

556.         self.hidden_layer.W_hh = params["Whh"].copy() 

557.         self.hidden_layer.b_h = params["bh"].copy() 

558.   

559.         self.output_layer.W = params["Why"].copy() 

560.         self.output_layer.b = params["by"].copy() 

561.   

562.         self.production_output_layer.W = ( 

563.             params["Wprod"].copy() 

564.         ) 

565.   

566.         self.production_output_layer.b = ( 

567.             params["bprod"].copy() 

568.         ) 

569.   

570.     def predict(self, inputs, h_prev=None): 

571.   

572.         if h_prev is None: 

573.   

574.             h_prev = np.zeros( 

575.                 (self.hidden_size, 1) 

576.             ) 

577.   

578.         _, _, _, probs = self.forward( 

579.             inputs, 

580.             h_prev 

581.         ) 

582.   

583.         return probs 

584.   

585.   

 

8.3 Main.py 

 

  1. """Training and evaluation utilities for the shared-state RNN.""" 

  2.   

  3. import numpy as np 

  4. import math 

  5. from network import RNN 

  6. from languages import main_language, beemdelust_language, meijer_language, mul_language 

  7. import matplotlib.pyplot as plt 

  8.   

  9. # ============================================================ 

 10. # Acoustic representation 

 11. # ============================================================ 

 12.   

 13. erb_bins = np.linspace(4, 30, 30) 

 14.   

 15. def gaussian(x, mu, sigma=1.0): 

 16.     """Gaussian spectral bump.""" 

 17.     return np.exp(-0.5 * ((x - mu) / sigma) ** 2) 

 18.   

 19. def formants_to_spectrum(f1, f2, erb_bins=erb_bins): 

 20.     """ 

 21.     Convert F1/F2 formants into continuous spectral vectors. 

 22.   

 23.     IMPORTANT: 

 24.     No sum normalization. 

 25.     Sum normalization forces vectors onto a simplex and 

 26.     strongly encourages autoregressive averaging collapse. 

 27.     """ 

 28.   

 29.     if f1 == 0 and f2 == 0: 
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 30.         return np.zeros((len(erb_bins), 1)) 

 31.   

 32.     spec_f1 = gaussian(erb_bins, f1) 

 33.   

 34.     spectrum = spec_f1.copy() 

 35.   

 36.     if f2 != 0: 

 37.         spec_f2 = gaussian(erb_bins, f2) 

 38.         spectrum += spec_f2 

 39.   

 40.     # Max normalization preserves shape while avoiding 

 41.     # magnitude explosion. 

 42.     max_val = np.max(spectrum) 

 43.     if max_val > 0: 

 44.         spectrum /= max_val 

 45.   

 46.     return spectrum.reshape(-1, 1) 

 47.   

 48. def utterance_to_input(sequence, erb_bins=erb_bins): 

 49.     """Convert utterance sequence into spectral vectors.""" 

 50.   

 51.     return [ 

 52.         formants_to_spectrum(f1, f2, erb_bins) 

 53.         for (f1, f2) in sequence 

 54.     ] 

 55.   

 56. # ============================================================ 

 57. # Perception targets 

 58. # ============================================================ 

 59.   

 60. def prefix_target_distribution( 

 61.     word, 

 62.     step, 

 63.     language=None, 

 64. ): 

 65.     """ 

 66.     Prefix-compatible target distribution. 

 67.     """ 

 68.     if language is None: 

 69.             language = LANGUAGE 

 70.     prefix = word.phonseq[: step//LENGTH + 1] 

 71.   

 72.     vec = np.zeros((len(language.word_labels), 1)) 

 73.   

 74.     valid_indices = [ 

 75.         i 

 76.         for i, label in enumerate(language.word_labels) 

 77.         if label.startswith(prefix) 

 78.     ] 

 79.   

 80.     if not valid_indices: 

 81.         vec[language.word_labels.index(word.phonseq)] = 1 

 82.         return vec 

 83.   

 84.     prob = 1.0 / len(valid_indices) 

 85.   

 86.     for i in valid_indices: 

 87.         vec[i] = prob 

 88.   

 89.     return vec 

 90.   

 91. # ============================================================ 

 92. # Perception training 

 93. # ============================================================ 

 94.   

 95. def train_perception( 

 96.     rnn, 

 97.     epochs=10000, 

 98.     lr=1e-2, 

 99.     print_every=100, 

100.     dynamic_targets=True, 



57 

 

101. ): 

102.     """ 

103.     Train perception/classification system. 

104.     """ 

105.   

106.     best_loss = np.inf 

107.     best_params = rnn.get_params() 

108.     best_epoch = -1 

109.   

110.     for epoch in range(epochs): 

111.   

112.         sequence, word = LANGUAGE.random_utterance(length=LENGTH) 

113.   

114.         inputs = utterance_to_input(sequence) 

115.   

116.         if dynamic_targets: 

117.             targets = [ 

118.                 prefix_target_distribution(word, t) 

119.                 for t in range(len(inputs)) 

120.             ] 

121.         else: 

122.             target_vector = np.zeros((len(LANGUAGE.word_labels), 1)) 

123.             word_idx = LANGUAGE.words.index(word) 

124.             target_vector[word_idx] = 1 

125.             targets = [target_vector for t in range(len(inputs))] 

126.   

127.         h0 = np.zeros((rnn.hidden_size, 1)) 

128.   

129.         xs, hs, ys, probs = rnn.forward(inputs, h0) 

130.   

131.         loss = 0.0 

132.   

133.         for t in range(len(probs)): 

134.   

135.             loss += -np.sum( 

136.                 targets[t] * np.log(probs[t] + 1e-9) 

137.             ) 

138.   

139.         rnn.backward( 

140.             xs, 

141.             hs, 

142.             probs, 

143.             targets, 

144.             lr=lr, 

145.         ) 

146.   

147.         if loss < best_loss: 

148.   

149.             best_loss = loss 

150.             best_params = rnn.get_params() 

151.             best_epoch = epoch 

152.   

153.         if epoch % print_every == 0: 

154.   

155.             print( 

156.                 f"[PERCEPTION] " 

157.                 f"epoch={epoch} " 

158.                 f"loss={loss:.6f}" 

159.             ) 

160.   

161.     rnn.set_params(best_params) 

162.   

163.     print( 

164.         f"\nBest perception loss: " 

165.         f"{best_loss:.6f} " 

166.         f"at epoch {best_epoch}\n" 

167.     ) 

168.   

169.     return rnn, best_loss, best_epoch 

170.   

171. # ============================================================ 
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172. # Production training 

173. # ============================================================ 

174.   

175. def train_production( 

176.     rnn, 

177.     epochs=5000, 

178.     lr=1e-3, 

179.     freeze_perception=True, 

180.     print_every=100, 

181. ): 

182.     """ 

183.     Train autoregressive production system. 

184.   

185.     Shared hidden dynamics are preserved. 

186.   

187.     Key anti-collapse mechanisms: 

188.     - continuous outputs 

189.     - scheduled sampling 

190.     - free-running generation 

191.     - temporal diversity penalty 

192.     """ 

193.   

194.     best_loss = np.inf 

195.     best_params = rnn.get_params() 

196.     best_epoch = -1 

197.   

198.     for epoch in range(epochs): 

199.   

200.         sequence, word = LANGUAGE.random_utterance(length=LENGTH) 

201.   

202.         inputs = utterance_to_input(sequence) 

203.   

204.         h0 = np.zeros((rnn.hidden_size, 1)) 

205.   

206.         xs, hs, ys, probs = rnn.forward(inputs, h0) 

207.   

208.         final_h = hs[len(inputs) - 1] 

209.   

210.         # Gradually reduce teacher forcing 

211.         teacher_forcing_ratio =  1.0 - (epoch / epochs) 

212.   

213.         productions, _ = rnn.generate_production_sequence( 

214.             final_h, 

215.             len(inputs), 

216.             teacher_forcing_inputs=inputs, 

217.             teacher_forcing_ratio=teacher_forcing_ratio, 

218.         ) 

219.   

220.         # ==================================================== 

221.         # Reconstruction loss 

222.         # ==================================================== 

223.   

224.         loss = 0.0 

225.   

226.         for t in range(len(inputs)): 

227.   

228.             output = productions[t] 

229.   

230.             target = inputs[t] 

231.   

232.             loss += np.sum( 

233.                 (output - target) ** 2 

234.             ) 

235.   

236.         # ==================================================== 

237.         # Backpropagation 

238.         # ==================================================== 

239.   

240.         rnn.backward_production_only( 

241.             final_h, 

242.             inputs, 
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243.             lr=lr, 

244.             freeze_perception=freeze_perception, 

245.             teacher_forcing_ratio=teacher_forcing_ratio, 

246.         ) 

247.   

248.         # ==================================================== 

249.         # Save best model 

250.         # ==================================================== 

251.   

252.         if loss < best_loss: 

253.   

254.             best_loss = loss 

255.             best_params = rnn.get_params() 

256.             best_epoch = epoch 

257.   

258.         # ==================================================== 

259.         # Diagnostics 

260.         # ==================================================== 

261.   

262.         if epoch % print_every == 0: 

263.   

264.             output_variance = np.mean([ 

265.                 np.var(o) 

266.                 for o in productions 

267.             ]) 

268.   

269.             timestep_difference = np.mean([ 

270.                 np.mean((productions[t] - productions[t - 1]) ** 2) 

271.                 for t in range(1, len(productions)) 

272.             ]) 

273.   

274.             print( 

275.                 f"[PRODUCTION] " 

276.                 f"epoch={epoch} " 

277.                 f"loss={loss:.6f} " 

278.                 f"recon={loss:.6f} " 

279.                 f"tf={teacher_forcing_ratio:.3f} " 

280.                 f"var={output_variance:.6f} " 

281.                 f"delta={timestep_difference:.6f}" 

282.             ) 

283.   

284.     rnn.set_params(best_params) 

285.   

286.     print( 

287.         f"\nBest production loss: " 

288.         f"{best_loss:.6f} " 

289.         f"at epoch {best_epoch}\n" 

290.     ) 

291.   

292.     return rnn, best_loss, best_epoch 

293.   

294. # ============================================================ 

295. # Full training  

296. # ============================================================ 

297.   

298. def train_model( 

299.     perception_epochs=10000, 

300.     production_epochs=10000, 

301.     lr=1e-2, 

302.     dynamic_targets=True, 

303. ): 

304.     """ 

305.     Train full shared-state model. 

306.     """ 

307.   

308.     rnn = RNN( 

309.         input_size=len(erb_bins), 

310.         hidden_size=100, 

311.         output_size=len(LANGUAGE.word_labels), 

312.     ) 

313.   
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314.     print("\n==============================") 

315.     print("TRAINING PERCEPTION") 

316.     print("==============================\n") 

317.   

318.     rnn, perception_loss, perception_epoch = train_perception( 

319.         rnn, 

320.         epochs=perception_epochs, 

321.         lr=lr, 

322.         dynamic_targets=dynamic_targets 

323.     ) 

324.   

325.     print("\n==============================") 

326.     print("TRAINING PRODUCTION") 

327.     print("==============================\n") 

328.   

329.     rnn, production_loss, production_epoch = train_production( 

330.         rnn, 

331.         epochs=production_epochs, 

332.         lr=lr, 

333.         freeze_perception=True, 

334.     ) 

335.   

336.     return ( 

337.         rnn, 

338.         perception_loss, 

339.         perception_epoch, 

340.         production_loss, 

341.         production_epoch, 

342.     ) 

343.   

344. # ============================================================ 

345. # Evaluation utilities 

346. # ============================================================ 

347.   

348. def print_production_comparison( 

349.     productions, 

350.     targets, 

351. ): 

352.     """ 

353.     Pretty-print production outputs. 

354.     """ 

355.   

356.     for t in range(len(productions)): 

357.   

358.         pred = productions[t].flatten() 

359.   

360.         targ = targets[t].flatten() 

361.   

362.         mse = np.mean((pred - targ) ** 2) 

363.   

364.         print(f"Timestep {t}") 

365.         print(f"MSE: {mse:.6f}") 

366.   

367.         print( 

368.             "Predicted:", 

369.             np.array2string( 

370.                 pred, 

371.                 precision=3, 

372.                 suppress_small=True, 

373.             ) 

374.         ) 

375.   

376.         print( 

377.             "Target:   ", 

378.             np.array2string( 

379.                 targ, 

380.                 precision=3, 

381.                 suppress_small=True, 

382.             ) 

383.         ) 

384.   
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385.         print() 

386.   

387. def test_single_word( 

388.     rnn, 

389.     top_k=3, 

390.     phonseq=None, 

391. ): 

392.     """ 

393.     Evaluate perception + production on a random word. 

394.     """ 

395.     if phonseq is None: 

396.         sequence, word = LANGUAGE.random_utterance(length=LENGTH) 

397.     else: 

398.         word_idx= LANGUAGE.word_labels.index(phonseq) 

399.         word = LANGUAGE.words[word_idx] 

400.         sequence = word.utterance(length=LENGTH) 

401.   

402.     inputs = utterance_to_input(sequence) 

403.   

404.     h0 = np.zeros((rnn.hidden_size, 1)) 

405.   

406.     xs, hs, ys, probs = rnn.forward(inputs, h0) 

407.   

408.     print("\n==============================") 

409.     print("PERCEPTION TEST") 

410.     print("==============================\n") 

411.   

412.     print(f"Word: {word.phonseq}") 

413.     print(f"Utterance: {sequence}\n") 

414.   

415.     for t in range(len(inputs)): 

416.   

417.         prefix = word.phonseq[: t + 1] 

418.   

419.         prob = probs[t].flatten() 

420.   

421.         top_indices = np.argsort(prob)[::-1][:top_k] 

422.   

423.         print(f"Timestep {t} | prefix='{prefix}'") 

424.   

425.         for i in top_indices: 

426.   

427.             print( 

428.                 f"  {LANGUAGE.word_labels[i]}: " 

429.                 f"{prob[i]:.4f}" 

430.             ) 

431.   

432.         print() 

433.   

434.     # ======================================================== 

435.     # Free-running production 

436.     # ======================================================== 

437.   

438.     print("\n==============================") 

439.     print("PRODUCTION") 

440.     print("==============================\n") 

441.   

442.     final_h = hs[len(inputs) - 1] 

443.   

444.     productions, _ = rnn.generate_production_sequence( 

445.         final_h, 

446.         len(inputs), 

447.         teacher_forcing_inputs=None, 

448.     ) 

449.   

450.     print_production_comparison( 

451.         productions, 

452.         inputs, 

453.     ) 

454.   

455.     return ( 
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456.         sequence, 

457.         word, 

458.         probs, 

459.         productions, 

460.         inputs, 

461.     ) 

462.   

463. def test_production_for_word( 

464.     rnn, 

465.     word_label=None, 

466. ): 

467.     """ 

468.     Evaluate autoregressive production for one word. 

469.     """ 

470.   

471.     if word_label is None: 

472.         sequence, word = LANGUAGE.random_utterance(LENGTH) 

473.     else: 

474.         word_idx = LANGUAGE.word_labels.index(word_label) 

475.         word = LANGUAGE.words[word_idx] 

476.         sequence = word.utterance(LENGTH) 

477.   

478.     perfect_sequence = word.perfect(LENGTH) 

479.     perfect_inputs =utterance_to_input(perfect_sequence) 

480.     inputs = utterance_to_input(sequence) 

481.   

482.     h0 = np.zeros((rnn.hidden_size, 1)) 

483.   

484.     _, hs, _, _ = rnn.forward(inputs, h0) 

485.   

486.     final_h = hs[len(inputs) - 1] 

487.   

488.     productions, _ = rnn.generate_production_sequence( 

489.         final_h, 

490.         len(inputs), 

491.         teacher_forcing_inputs=None, 

492.     ) 

493.   

494.     print("\n==============================") 

495.     print(f"PRODUCTION TEST: {word.phonseq}") 

496.     print("==============================\n") 

497.   

498.     print_production_comparison( 

499.         productions, 

500.         perfect_inputs, 

501.     ) 

502.   

503.     return word, productions, inputs, perfect_inputs 

504.   

505. def test_all_word_perc(rnn): 

506.     """Test perception on every word in the vocabulary. 

507.   

508.     Returns a list of 0/1 values indicating whether the network's 

509.     top prediction at the final timestep matches the true word label. 

510.     """ 

511.   

512.     results = [] 

513.   

514.     for word in LANGUAGE.words: 

515.   

516.         sequence = word.utterance(LENGTH) 

517.   

518.         inputs = utterance_to_input(sequence) 

519.   

520.         h0 = np.zeros((rnn.hidden_size, 1)) 

521.   

522.         xs, hs, ys, probs = rnn.forward(inputs, h0) 

523.   

524.         # Use final timestep prediction for correctness 

525.         final_prob = probs[len(probs) - 1].flatten() 

526.   
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527.         pred_idx = int(np.argmax(final_prob)) 

528.   

529.         true_idx = LANGUAGE.word_labels.index(word.phonseq) 

530.   

531.         results.append(1 if pred_idx == true_idx else 0) 

532.   

533.     return results 

534.   

535. def test_all_word_prod(rnn): 

536.     """Test autoregressive production for every word in the vocabulary. 

537.   

538.     Returns the summed per-word mean-squared error across the full 

539.     production sequence for each word, as compared to the ideal utterance. 

540.     """ 

541.   

542.     total_mse = 0.0 

543.   

544.     for word in LANGUAGE.words: 

545.   

546.         sequence = word.utterance(LENGTH) 

547.         perfect_sequence = word.perfect(LENGTH) 

548.   

549.         inputs = utterance_to_input(sequence) 

550.         perfect_inputs = utterance_to_input(perfect_sequence) 

551.   

552.         h0 = np.zeros((rnn.hidden_size, 1)) 

553.   

554.         _, hs, _, _ = rnn.forward(inputs, h0) 

555.   

556.         final_h = hs[len(inputs) - 1] 

557.   

558.         productions, _ = rnn.generate_production_sequence( 

559.             final_h, 

560.             len(inputs), 

561.             teacher_forcing_inputs=None, 

562.         ) 

563.   

564.         word_mse = np.mean([ 

565.             np.mean((productions[t] - perfect_inputs[t]) ** 2) 

566.             for t in range(len(inputs)) 

567.         ]) 

568.   

569.         total_mse += word_mse 

570.   

571.     return total_mse 

572.   

573. def lexicon_hidden_state_cosine_similarity( 

574.     rnn, 

575.     length=None, 

576.     language=None, 

577.     print_table=True, 

578.     precision=3, 

579. ): 

580.     """Compute cosine similarities of final hidden states for lexicon items.""" 

581.   

582.     if language is None: 

583.         language = LANGUAGE 

584.   

585.     if length is None: 

586.         length = LENGTH 

587.   

588.     labels = [word.phonseq for word in language.words] 

589.   

590.     final_states = [] 

591.   

592.     for word in language.words: 

593.         sequence = word.perfect(length) 

594.         inputs = utterance_to_input(sequence) 

595.   

596.         h0 = np.zeros((rnn.hidden_size, 1)) 

597.         _, hs, _, _ = rnn.forward(inputs, h0) 
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598.   

599.         final_states.append(hs[len(inputs) - 1].flatten()) 

600.   

601.     final_states = np.stack(final_states, axis=0) 

602.   

603.     norms = np.linalg.norm(final_states, axis=1, keepdims=True) 

604.     norms[norms == 0] = 1.0 

605.   

606.     similarity_matrix = ( 

607.         final_states @ final_states.T 

608.     ) / (norms @ norms.T) 

609.   

610.     # Clip for numerical stability and avoid small >1 values. 

611.     similarity_matrix = np.clip(similarity_matrix, -1.0, 1.0) 

612.   

613.     if print_table: 

614.         label_width = max(len(label) for label in labels) + 2 

615.         value_width = precision + 6 

616.   

617.         header = " " * label_width 

618.         header += " ".join(f"{label:>{value_width}}" for label in labels) 

619.   

620.         print("\nLexicon hidden-state cosine similarity:") 

621.         print(header) 

622.   

623.         for i, label in enumerate(labels): 

624.             row_values = [ 

625.                 f"{similarity_matrix[i, j]:{value_width}.{precision}f}" 

626.                 for j in range(len(labels)) 

627.             ] 

628.             print(f"{label:<{label_width}}" + " ".join(row_values)) 

629.   

630.     return labels, similarity_matrix 

631.   

632. def epoch_testing_perc(runs=10, epochs=[20000], dynamic_targets=True): 

633.     """Run multiple training runs for each epoch value and plot results. 

634.   

635.     For each value in `epochs`, this trains `runs` independent models, 

636.     evaluates perception accuracy across the vocabulary using 

637.     `test_all_word_perc`, and then plots mean accuracy with error bars. 

638.   

639.     Returns a dict mapping epoch -> list of accuracies (floats in [0,1]). 

640.     """ 

641.   

642.     all_results = {} 

643.   

644.     means = [] 

645.     stds = [] 

646.   

647.     epoch_values = list(epochs) 

648.   

649.     for epoch in epoch_values: 

650.   

651.         accuracies = [] 

652.   

653.         for i in range(runs): 

654.   

655.             ( 

656.                 best_rnn, 

657.                 best_loss, 

658.                 best_epoch, 

659.                 best_prod_loss, 

660.                 best_prod_epoch, 

661.             ) = train_model(perception_epochs=epoch, production_epochs=0, dynamic_targets=dynamic_targets) 

662.   

663.             res = test_all_word_perc(best_rnn) 

664.   

665.             # accuracy = fraction of words classified correctly 

666.             acc = float(np.mean(res)) if res else 0.0 

667.   

668.             accuracies.append(acc) 
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669.   

670.             print(f"[ITERATION TEST] iterations={epoch} run={i+1}/{runs} acc={acc:.3f}") 

671.   

672.         all_results[epoch] = accuracies 

673.   

674.         means.append(float(np.mean(accuracies))) 

675.   

676.         stds.append(float(np.std(accuracies))) 

677.   

678.     # Plot mean accuracy with std dev error bars 

679.     plt.figure() 

680.   

681.     plt.errorbar(epoch_values, means, yerr=stds, marker="o", capsize=5) 

682.   

683.     plt.xlabel("Training Iterations") 

684.   

685.     plt.ylabel("Perception accuracy") 

686.   

687.     plt.title("Perception accuracy vs Iterations") 

688.   

689.     plt.grid(True) 

690.   

691.     plt.tight_layout() 

692.   

693.     outpath = "perception_epoch_comparison.png" 

694.   

695.     plt.savefig(outpath) 

696.   

697.     print(f"Saved epoch comparison plot to {outpath}") 

698.   

699.     try: 

700.         plt.show() 

701.     except Exception: 

702.         # In headless environments, showing may fail; ignore. 

703.         pass 

704.   

705.     return all_results 

706.   

707. def epoch_testing_prod(runs=10, epochs=[1000, 3000, 5000, 10000, 15000, 20000, 30000, 50000, 100000], 

dynamic_targets=True): 

708.     """Run multiple production training runs for each production epoch value. 

709.   

710.     Perception is fixed at 10000 epochs, while production is trained for the 

711.     varying values in `epochs`. The function evaluates production loss on the 

712.     full vocabulary using `test_all_word_prod` and plots mean loss vs epochs. 

713.     """ 

714.   

715.     all_results = {} 

716.   

717.     means = [] 

718.     stds = [] 

719.   

720.     epoch_values = list(epochs) 

721.   

722.     for epoch in epoch_values: 

723.   

724.         losses = [] 

725.   

726.         for i in range(runs): 

727.   

728.             ( 

729.                 best_rnn, 

730.                 best_loss, 

731.                 best_epoch, 

732.                 best_prod_loss, 

733.                 best_prod_epoch, 

734.             ) = train_model(perception_epochs=10000, production_epochs=epoch, dynamic_targets=dynamic_targets) 

735.   

736.             loss = test_all_word_prod(best_rnn) 

737.   

738.             losses.append(float(loss)) 
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739.   

740.             print(f"[ITERATION TEST PROD] prod_ITERATIONS={epoch} run={i+1}/{runs} loss={loss:.6f}") 

741.   

742.         all_results[epoch] = losses 

743.   

744.         means.append(float(np.mean(losses))) 

745.   

746.         stds.append(float(np.std(losses))) 

747.   

748.     plt.figure() 

749.   

750.     plt.errorbar(epoch_values, means, yerr=stds, marker="o", capsize=5) 

751.   

752.     plt.xlabel("Production training iterations") 

753.   

754.     plt.ylabel("Production loss (summed MSE)") 

755.   

756.     plt.title("Production loss vs production training iterations") 

757.   

758.     plt.grid(True) 

759.   

760.     plt.tight_layout() 

761.   

762.     outpath = "production_epoch_comparison.png" 

763.   

764.     plt.savefig(outpath) 

765.   

766.     print(f"Saved production epoch comparison plot to {outpath}") 

767.   

768.     try: 

769.         plt.show() 

770.     except Exception: 

771.         pass 

772.   

773.     return all_results 

774.   

775. def plot_vector_comparison(production, perfect_input, thought_input, 

776.                            production_label="Produced", 

777.                            perfect_label="Ideal", 

778.                            thought_label="Thought", 

779.                            title_label="pituka"): 

780.     """ 

781.     Plot corresponding vectors from production and perfect_input and thought_input. 

782.   

783.     Parameters 

784.     ---------- 

785.     production : list of array-like 

786.         List of produced vectors. 

787.     perfect_input : list of array-like 

788.         List of ideal vectors. 

789.     thought_input : list of array-like 

790.         List of vectores used to generate production 

791.     production_label : str 

792.         Label for produced vectors. 

793.     perfect_label : str 

794.         Label for ideal vectors. 

795.     """ 

796.   

797.     if len(production) != len(perfect_input): 

798.         raise ValueError( 

799.             f"Length mismatch: {len(production)} produced vectors " 

800.             f"and {len(perfect_input)} ideal vectors." 

801.         ) 

802.   

803.     n_vectors = len(production) 

804.   

805.     # Create a roughly square grid 

806.     ncols = math.ceil(math.sqrt(n_vectors)) 

807.     nrows = math.ceil(n_vectors / ncols) 

808.   

809.     fig, axes = plt.subplots( 
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810.         nrows, 

811.         ncols, 

812.         figsize=(4 * ncols, 3 * nrows), 

813.         squeeze=False 

814.     ) 

815.   

816.     axes = axes.flatten() 

817.   

818.     for i, (prod_vec, ideal_vec, thought_vec) in enumerate(zip(production, perfect_input, thought_input)): 

819.         prod_vec = np.asarray(prod_vec) 

820.         ideal_vec = np.asarray(ideal_vec) 

821.         thought_vec = np.asarray(thought_vec) 

822.   

823.         if len(prod_vec) != len(ideal_vec) != len(thought_vec): 

824.             raise ValueError( 

825.                 f"Vector {i} has mismatched dimensions " 

826.                 f"({len(prod_vec)} vs {len(ideal_vec)})." 

827.             ) 

828.   

829.         x = erb_bins 

830.   

831.         axes[i].plot( 

832.             x, 

833.             ideal_vec, 

834.             label=perfect_label, 

835.             linewidth=2 

836.         ) 

837.   

838.         axes[i].plot( 

839.             x, 

840.             prod_vec, 

841.             '--', 

842.             label=production_label, 

843.             linewidth=2 

844.         ) 

845.   

846.         axes[i].plot( 

847.             x, 

848.             thought_vec, 

849.             ':', 

850.             label=thought_label, 

851.             linewidth=2 

852.         ) 

853.   

854.         axes[i].set_title(f"Timestep {i+1}") 

855.         axes[i].set_xlabel("ERB") 

856.         axes[i].set_ylabel("Activation") 

857.         axes[i].grid(True, alpha=0.3) 

858.         axes[i].legend() 

859.   

860.     # Hide unused axes 

861.     for ax in axes[n_vectors:]: 

862.         ax.set_visible(False) 

863.   

864.     fig.suptitle(f"Ideal vs Produced utterance of {title_label}", fontsize=16) 

865.     fig.tight_layout() 

866.   

867.     return fig, axes 

868.   

869. # ============================================================ 

870. # Main 

871. # ============================================================ 

872.   

873. if __name__ == "__main__": 

874.   

875.     LANGUAGE = mul_language 

876.     LENGTH=1 

877.   

878.     # epoch_testing_perc(dynamic_targets=True) 

879.   

880.     # epoch_testing_prod(dynamic_targets=False) 
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881.   

882.     ( 

883.         best_rnn, 

884.         best_loss, 

885.         best_epoch, 

886.         best_prod_loss, 

887.         best_prod_epoch, 

888.     ) = train_model(perception_epochs=100000, production_epochs=0, dynamic_targets=False) 

889.   

890.     print(lexicon_hidden_state_cosine_similarity(best_rnn)) 

891.   

892.     # test_single_word( 

893.     #     best_rnn, 

894.     #     top_k=25, 

895.     #     phonseq='aaaa0000' 

896.     # ) 

897.   

898.     # test_single_word( 

899.     #     best_rnn, 

900.     #     top_k=25, 

901.     #     phonseq='aaaaaaaa' 

902.     # ) 

903.   

904.     # test_single_word( 

905.     #     best_rnn, 

906.     #     top_k=25, 

907.     #     phonseq='iiii0000' 

908.     # ) 

909.   

910.     # test_single_word( 

911.     #     best_rnn, 

912.     #     top_k=25, 

913.     #     phonseq='iiiiii00' 

914.     # ) 

915.   

916.     # _, production, inputs, perfect_input = test_production_for_word( 

917.     #     best_rnn, 

918.     #     word_label="iiii0000", 

919.   

920.     # ) 

921.   

922.     # plot_vector_comparison(production, perfect_input, inputs,  title_label='i') 

923.     # plt.show() 

924.   

925.     # _, production, inputs, perfect_input = test_production_for_word( 

926.     #     best_rnn, 

927.     #     word_label="iiiiii00", 

928.     # ) 

929.   

930.     # plot_vector_comparison(production, perfect_input, inputs, title_label='i:') 

931.     # plt.show() 

932.   

933.     # _, production, inputs, perfect_input = test_production_for_word( 

934.     #     best_rnn, 

935.     #     word_label="aaaa0000", 

936.          

937.     # ) 

938.   

939.     # plot_vector_comparison(production, perfect_input, inputs, title_label='a') 

940.     # plt.show() 

941.   

     



     {   x  t }  t = 1  T


    x  t ∈  ℝ  D  


  t


  y =   e  − 0 . 5 ∗    (  ( x −   x 0 ) / 𝜎 ) 2


    x 0


  σ


    x  t ~ =   W  x h   x  t +   b  x


    W  x h ∈  ℝ  H × D


      b  x ∈  ℝ  H


   h  t = t a n h (   W  h h  h  t − 1 +   x  t ~ +   b h )


    W  h h ∈  ℝ  H × H


    b h ∈  ℝ  H


    x  t ~


   h  t − 1


    y  t =   W  h y  h  t +   b  y


    W  h y ∈  ℝ  O × H


    b  y ∈  ℝ  O


    p  t = s o f t m a x  (   y  t )


    p  t


    w  i


    w 12


  {   z  t  }  t = 1  T


    p  t


    z  t


  𝛿 x : =   𝜕 L  𝜕 x


  δ   y  t =   p  t −   z  t


  δ   W  h y =  (   p  t −   z  t )  h  t ⊺


  δ   b  y =  (   p  t −   z  t )


  δ  h  t =   W  h y ⊺  (   p  t −   z  t ) + δ  h  t + 1


  δ  h  t + 1


  δ  h  t ~ =  ( 1 −  h  t 2 ) ⊙ δ  h  t


  δ   W  h h = δ  h  t ~  h  t − 1 ⊺


  𝛿    W  x h ⁡  𝛿  h  t     x  t ⊺


  δ   b h = δ  h  t ~


  δ   b  x = δ  h  t ~


  δ  h  t − 1 =   W  h h ⊺ δ  h  t ~


    W  x h


    W  h q


    W  x h


    W  h y


    W  h y


    W  h q


    p  t


    q  t


    z  t


    x  t

