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Abstract 

This thesis asks whether neural ASR models, specifically wav2vec 2.0 and Whisper, show lexical 

bias on phonetic categorization, as in the Ganong (1980) effect, and what this implies about 

interactive versus modular theories of speech perception. Further, it compares how the two models' 

architectures and training objectives shape the categorical organization of ambiguous speech. 

Using a /t/–/d/ continuum embedded in word (”dash”, “task”) and nonword (”tash”, “dask”) 

contexts, hidden-state representations were compared via a normalized /t/-similarity measure and 

fitted with sigmoid curves to measure lexical bias (boundary shifts between contexts) and 

categorical sharpness (slope steepness) across layers. Fine-tuned wav2vec2 showed only a weak, 

unstable Ganong-like effect, with a modest boundary shift in the final layer and a reversal in layer 

11. A clearer result emerged for categorical sharpness: Whisper's encoder showed significantly 

steeper categorical transitions than wav2vec2's (p = .004), emerging earlier across layers, while 

wav2vec2 sharpened mainly in its final layers. These results suggest training objective and 

architecture influence categorical structure in ASR hidden states. This thesis shows that hidden-

state analysis is a rich tool for examining how neural ASR models organize ambiguous speech. At 

the same time, it highlights the limits of directly mapping human psycholinguistic designs onto 

ASR systems. 
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1. Introduction 

Recent work on neural automatic speech recognition (ASR) has examined the internal 

representations of speech models, focusing on how different architectures organize linguistic and 

acoustic information across their processing stages (de Heer Kloots & Zuidema, 2024; Jiang et al., 

2020; Pasad et al., 2023; Tan & Do, 2025). This thesis extends that line of work by asking whether 

such models exhibit lexical bias on phonetic categorization, as in the Ganong (1980) effect. By 

analyzing the patterns of two ASR architectures, wav2vec 2.0 (wav2vec2) and Whisper, it also 

aims to evaluate interactive versus modular accounts of human speech perception. 

Ganong (1980) demonstrated that phonetic categorization is influenced by lexical 

context—speech perception is not purely acoustic. While the evidence of lexical bias is strong, the 

stage at which lexical information integrates with perceptual processing remains debated, with 

researchers dividing into roughly two groups: the interactive (McClelland & Elman, 1986) and 

modular (Norris et al., 2000) proponents. 

 

 

 

Figure 1: Schematic representation of interactive and modular accounts of spoken word recognition. In the 

interactive account (left), activation flows bidirectionally between lexical, phonological, and phonetic levels. 

In the modular account (right), processing is strictly feedforward, with lexical information entering only 

after phonological and phonetic processing is complete. 

 



4 
 

Interactive proponents argue that all three processing levels remain active simultaneously, 

allowing lexical feedback to alter phonological and, consequently, phonetic representations. In this 

view, lexical information can reshape phonetic representations directly, rather than merely 

applying a downstream categorical filter. Modular proponents instead argue for this downstream-

filter account, claiming that lexical information influences processing only sequentially: adding 

independent evidence without changing the lowest-level representations. 

The interactive account predicts lexical effects in intermediate perceptual representations, 

whereas the modular account predicts them only at final classification. Testing this distinction 

empirically requires high temporal precision and access to intermediate processing stages—

conditions that are difficult to meet in humans. One alternative is to use neural ASR models as a 

proxy for human perception. 

Although these models were not designed to mirror human cognition, they share the goal 

of abstracting acoustic detail into discrete perceptual representations (Baevski et al., 2020; Radford 

et al., 2022). Recent studies have also found parallels between model and human perceptual 

behavior (de Heer Kloots & Zuidema, 2024; Jiang et al., 2020; Tan & Do, 2025), supporting the 

comparison. Furthermore, unlike human brains, neural network representations can be accessed 

layer-by-layer with high temporal precision. 

On this basis, I conduct a Ganong-like categorization experiment using wav2vec2 and 

Whisper. The central question is whether these models exhibit lexical bias when processing 

ambiguous speech sounds and, if so, at which layers. I also compare how the two models organize 

ambiguous phonetic input by examining their representational structure. Together, these analyses 

offer a test of interactive versus modular accounts and reveal how architectural and training 

differences shape ASR speech representations. 

2. Methods 

2.1. Stimuli 

This thesis follows the paradigm of Ganong’s (1980) experiment, with a focus on the minimal pair 

dash–tash and task–dask. Each (non)word was pronounced by a native female English speaker 

with a Canadian English accent. The recordings were then imported to Praat (Boersma & Weenink, 

2026). The /t/–/d/ continua were created via a script (Winn, 2022) using the progressive cutback 

and replacement method (Winn, 2020), whereby the vowel onset of the voiced token is 
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progressively removed and replaced with increasing amounts of aspiration from the voiceless 

token 1 . The manipulation involved VOT alongside its naturally covarying acoustic cues: 

fundamental frequency (F0) of the following vowel and the aspiration intensity (or burst strength) 

of the initial consonant. 

The continuum spanned 11 steps across 0–90ms of VOT (9ms per step), covaried in tandem 

(proportionally) with F0 of the vowel as F0 onset is systematically higher following voiceless stops 

(House & Fairbanks, 1953). The F0 range was set to -5 to +40Hz, so for every step of the continuum, 

F0 was increased by 4.5Hz. The F0 modification faded back to the original pitch contour over 75ms 

from the vowel onset. As a byproduct of vowel cutback, F1 onset frequency increased naturally 

toward the voiceless end, reflecting natural covariation between VOT and formant transitions. 

Finally, the aspiration intensity increased by 0.6dB per step across the continuum (from voiced to 

voiceless) to account for stronger bursts in voiceless sounds. 

2.2. Speech perception as Bayesian inference 

The goal of both a human listener and an ASR model is to identify the most plausible interpretation 

of the acoustic signal given prior linguistic knowledge. This posterior probability can be expressed 

as follows (Jiang et al., 2020): 

𝑞̂ = 𝑎𝑟𝑔max
𝑞

𝑃(𝑞|𝑋) 

Here, 𝑞 represents a linguistic hypothesis (a sequence of phones, words, or tokens depending on 

the model); 𝑋 the acoustic signal; 𝑃(𝑞|𝑋) the probability of that hypothesis given the observed 

acoustic input; and  q̂ the argument of the maximum—that is, the hypothesis 𝑞 for which 𝑃(𝑞|𝑋) 

is highest. The equation can be further rewritten as Bayesian inference: 

𝑞̂ = 𝑎𝑟𝑔max
𝑞

𝑃(𝑋|𝑞) 𝑃(𝑞) 

𝑃(𝑋|𝑞) represents the likelihood of an acoustic signal given the linguistic unit, whereas 

𝑃(𝑞)  refers to prior probability of that unit, based on learned linguistic knowledge. This 

interpretation highlights two main factors in perceptual classification: the acoustic and language 

model. Crucially, models that have been exposed to greater lexical information during training are 

expected to have stronger priors 𝑃(𝑞), leading to a greater shift in the perceptual categorization 

 
1 This and all following scripts are available at https://github.com/annadawid/ganong-
effect-in-asr 

https://github.com/annadawid/ganong-effect-in-asr
https://github.com/annadawid/ganong-effect-in-asr
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boundary toward the lexically supported category—the pattern operationalized as the Ganong 

effect. 

2.3. wav2vec2 

This study uses the fine-tuned wav2vec2 Base (facebook/wav2vec2-base-960h) to test for 

the Ganong effect and the pre-trained model (facebook/wav2vec2-base) for internal 

representations comparison with Whisper. All models were accessed via the HuggingFace 

Transformers library (Wolf et al., 2020). 

2.3.1. Encoder 

The speech processing in wav2vec2 (Baevski et al., 2020) begins with a feature encoder, a 7-layer 

Convolutional Neural Network (CNN) that acts as an “ear” of the model, which processes the 

acoustic signal X. CNN slices the audio into 20ms frames, with a receptive field (window size) of 

25ms. Each frame is then converted into a vector of sub-phonemic acoustic features (e.g., local 

energy or waveform shape). These units become contextually interpretable in the next stage: the 

Transformer. 

The base wav2vec2 consists of 12 Transformer layers, which take the CNN output and 

contextualize it via self-attention (Vaswani et al., 2017): a process by which each frame weighs the 

relevance of all other frames while updating its own representation. Each additional Transformer 

layer draws the representation further from the acoustic detail. Hence, early layers capture simpler 

acoustic properties (de Heer Kloots & Zuidema, 2024), while the later layers capture more abstract 

linguistic units, such as words or syntactic content (Pasad et al., 2023). The present study attempts 

to localize lexical bias precisely within this layerwise progression. 

2.3.2. Pre-training 

After feature extraction and contextualization, the model is pre-trained on 960 hours unlabeled 

English audio data from LibriSpeech (Panayotov et al., 2015). At this stage, the CNN output is 

duplicated: one copy is quantized into a finite set of discrete units that form the training target, 

while the other has some frames masked and is fed to the Transformer. The Transformer must then 

identify which quantized speech unit corresponds to each masked frame, selecting from a set of 

candidates that includes the correct target and several distractors. Implicit phonetic categorization 

is thus learned as a byproduct of the pre-training task. Crucially, the pre-training stage exposes the 
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model only to the sound structure of English, without any lexical or semantic information. Thus, a 

pre-trained wav2vec2 has no explicitly encoded lexical prior 𝑃(𝑞). 

2.3.3. Fine-tuning 

After pre-training, the model is fine-tuned on 100 hours of transcribed audio. A new output layer 

is added on top of the Transformer whose task is to map frames to characters (for example, “d,” 

“a,” “s,” “h”). However, because a single 20ms frame is shorter than most phonemes, frames cannot 

be mapped to characters one-to-one, introducing an alignment problem. This was resolved through 

a Connectionist Temporal Classification (CTC) loss function. CTC sums over all ways a character 

sequence could be distributed across frames, and enables the choice of the most probable 

transcription for the input sequence (Graves et al., 2006). Because of the linear projection layer, 

the CTC-head produces each token prediction independently for each 20ms slice, without access 

to temporal context from other frames. This makes wav2vec2's forward pass strictly feedforward 

and modular, with no top-down influence from a decoder or language model during inference. 

2.3.4. Optimization and bias 

The training follows the standard procedure: the model predicts the right character, calculates the 

(CTC) loss function, and updates its weights via backpropagation. Crucially, only the Transformer 

weights and the output layer weights are updated; the CNN weights remain frozen. Thus, fine-

tuning teaches the Transformer to reorganize its representations in a way that is useful for character 

prediction, which may implicitly introduce some sensitivity to higher-level linguistic patterns. This 

is because the CTC loss is evaluated against real language data, encouraging the model to learn the 

underlying word distributions and optimize for structurally valid sequences. Hence, when the fine-

tuned wav2vec2 calculates 𝑃(𝑞|𝑋), it already implicitly incorporates 𝑃(𝑞) within its weights and 

biases. Crucially, this lexical influence occurs during training. The model’s forward pass remains 

modular: the prediction happens frame by frame without an autoregressive decoder. This stands in 

sharp contrast to the lexically explicit Whisper: the next model under investigation. 

2.4. Whisper 

The comparative analysis of internal representations was performed using the small-sized Whisper 

(openai/whisper-small), accessible via the Hugging Face Transformers library (Wolf et al., 

2020). 
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2.4.1. Encoder 

Unlike wav2vec2, Whisper (Radford et al., 2022) delegates the initial segmentation of the audio 

stream to a preprocessing step. Raw audio is first divided into 30-second chunks and converted 

into 80-channel log-Mel spectrograms, where each entry represents the log energy of a frequency 

band at a particular moment in time. The spectrogram is computed using 20ms analysis windows 

with a 10ms hop length, producing overlapping Mel frames at a rate of 100 frames per second. 

These spectrogram frames are then processed by the encoder, which begins with a lightweight 

acoustic frontend consisting of two convolutional layers. The first convolution layer learns short-

range temporal patterns across neighboring 10ms-spaced Mel frames. The second convolutional 

layer performs temporal downsampling with a stride of 2, halving the frame rate from 100 to 50 

timesteps per second and resulting in an encoder time resolution of 20ms per timestep. 

Compared to wav2vec2’s ground-up analysis of the raw waveform through a 7-layer 

convolutional frontend, Whisper places less emphasis on low-level acoustic feature extraction. Its 

acoustic knowledge is already embedded in the log-Mel spectrogram representation, allowing 

Whisper’s lightweight convolutional frontend to focus primarily on short-range temporal modeling 

and downsampling before the Transformer encoder. 

After the convolutional frontend, the input passes through a 12-layer Transformer. The 

mechanisms behind the Transformer—self-attention and feedforward network—are shared with 

wav2vec2. What differs is the training objective and scale: whereas wav2vec2 learns to distinguish 

acoustic units from 960 hours of unlabeled audio, Whisper is trained end-to-end to predict 

transcripts from 680,000 hours of weakly supervised audio. By analogy with wav2vec2, 

representations likely become increasingly abstract across Transformer layers, although systematic 

evidence for this in Whisper is lacking. The encoder output, a sequence of contextualized acoustic 

representations, is then passed to the decoder, which generates the transcript autoregressively: each 

token is predicted by comparing both the encoder's acoustic representations and the sequence of 

tokens generated so far. 

2.4.2. Decoder, training, and bias 

The Whisper decoder mirrors the encoder’s self-attention mechanism but additionally incorporates 

cross-attention over the encoder’s acoustic representations (Radford et al., 2022; Vaswani et al., 

2017). The representations first pass through masked self-attention, where the decoder establishes 

a context-based hidden state conditioned on previously generated tokens, language ID, and task 
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specifications. Acoustic information from the encoder, integrated via cross-attention, is 

incorporated only after the high-level linguistic expectation is formed. Thus, the linguistic prior 

𝑃(𝑞) is explicitly embedded into the decoding pipeline. Further, when the acoustic signal from the 

encoder is corrupted by noise, the decoder misinterprets these representations, causing its cross-

attention maps to diverge from clean-speech patterns and leading the model to hallucinate fluent 

but acoustically unsupported transcription (Tripathi et al., 2025).  

Such an interactive or integrated design, where speech representations are optimized jointly 

for acoustic processing and transcription, stands in contrast to wav2vec2’s modular design. While 

wav2vec2 isolates the acoustic pre-training from training with text supervision, Whisper’s encoder 

and decoder are trained together using an end-to-end autoregressive transcription objective. 

Consequently, the encoder representations responsible for the acoustic likelihood 𝑃(𝑋|𝑞) are never 

purely acoustic. Instead, they are influenced by high-level linguistic supervision backpropagated 

from the decoder throughout training. Thus, Whisper blurs the line between the likelihood and the 

prior, performing this entanglement during both training and inference. 

This fundamental difference in supervision type and training objective changes how lexical 

bias can be investigated in these models. wav2vec2 allows for cleaner isolation of the acoustic 

representation from token search, presenting a modular view. Whisper, as an interactive/integrative 

system, raises a different question: to what extent does the linguistic prior 𝑃(𝑞) reshape the 

structure of the acoustic likelihood 𝑃(𝑋|𝑞) itself? Investigating Whisper through this perspective 

offers a possible reinterpretation of the model’s hallucinations. Rather than treating them as errors 

emerging solely during decoder-level text generation, they may instead reflect a deeper, 

architectural characteristic of an interactive/integrative system: a structural imbalance where the 

linguistic prior compromises the encoder’s ability to represent the acoustic signal independent of 

top-down predictions. 

2.5. Model and data analysis 

The analysis aimed to quantify how the ASR models represent the initial consonant depending on 

the word or non-word context. The embedding similarity method (de Heer Kloots & Zuidema, 

2024) was used for this purpose as it allows for comparing internal representations rather than just 

outputs. Here, the term “embedding” refers to vector representations within the network, where 

close geometric distance often reflects semantic similarity between linguistic units (Mikolov et al., 
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2013). For example, it can capture how close “dash” is to “tash.” Mechanically, in transformer-

based models, these embeddings correspond to the activation vectors (i.e., the hidden states) 

generated during the model’s forward pass (van Aken et al., 2019). 

2.5.1. Embedding similarity  

Each audio stimulus was fed to the model producing 768-dimensional hidden representations of 

the stimuli. From these contextualized representations, the hidden states of the initial consonant 

region were extracted. The extraction started at 0.05 s, as all stimuli include 0.05 s of silence 

padding, and lasted for the duration of the manipulated VOT interval (measured in 9 ms 

increments). The target consonant interval was mapped onto the corresponding 20 ms hidden-state 

frames. Frames falling within this interval were averaged to obtain one embedding per layer, 

continuum step, and minimal pair, resulting in 13 × 11 × 2 = 286 embeddings for one model. 

Then, the /t/ and /d/ endpoints were created as reference points for /t/–/d/ comparison. The 

endpoint /t/ was defined as an average of the embeddings for “t” in “tash” and “t” in “task” for each 

layer. The endpoint /d/ was an average of “d” embeddings in “dash” and “dask”, also per layer. 

Averaging across word and non-word endpoints provided a context-neutral /t/ and /d/ reference for 

each layer. Because hidden states from different layers correspond to different learned 

representations, endpoint vectors were constructed separately for each layer. Each embedding 𝑋 

was then compared to these two endpoints, using a normalized relative score based on cosine 

distance: 

𝑠𝑖𝑚(𝑋, 𝑡 ) = 1 −
𝐷𝑐𝑜𝑠(𝑋, 𝑡 )

𝐷𝑐𝑜𝑠(𝑋, 𝑡 ) + 𝐷𝑐𝑜𝑠(𝑋, 𝑑 )
 

Here, 𝑡 and 𝑑 represent the layer-specific endpoint embedding vectors for /t/ and /d/. This 

formula scales the similarity scores from 0 to 1, where higher values indicate that an embedding is 

closer to the /t/ endpoint than to the /d/ endpoint; lower values indicate the reverse. This made it 

possible to trace how each model’s internal representation shifted from /t/-like to /d/-like across 

the continuum. The similarity scores were then calculated for each embedding and plotted per layer. 

2.5.2. Sigmoid fitting 

The difference in categorical bias was quantified by comparing slopes of the sigmoid curves for 

the encoder hidden states of Whisper and pre-trained wav2vec2. Specifically, for each model and 

layer, relative /t/-similarity scores were first averaged across the two continuum pairs at each of 

the 11 continuum steps. This resulted in 11 mean /t/-similarity values per layer, which were then 
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used to fit a sigmoid curve. The curve was fitted using nonlinear least squares estimation with the 

curve_fit function from scipy.optimize (Virtanen et al., 2020) in Python. The data points 

were fitted according to this formula: 

𝑦 =
𝐿

1 + 𝑒−𝑘(𝑥−𝑥0)
 

Here, 𝑦 represents the mean /t/-similarity score at each continuum step, 𝑥 the continuum 

step, 𝐿 the upper asymptote or the function maximum, 𝑥0 the sigmoid midpoint, and k the slope of 

the curve. Specifically, the parameter 𝑘 indicates the curve steepness across continuum steps within 

a layer. Each model produced 13 layerwise 𝑘 values. The 𝑘 values were then compared between 

models using a paired-samples t-test, pairing corresponding layers between Whisper and wav2vec2. 

To measure the goodness-of-fit of the sigmoid fitting, Mean Absolute Error (MAE) was 

calculated between the observed and fitted values for each sigmoid curve. Since the similarity 

scores range from 0 to 1, the MAE is expressed on the same scale. Lower MAE values indicate a 

closer fit, whereas higher MAE values indicate a poorer fit. Then, MAE was visually compared 

layerwise for Whisper and wav2vec2 in a summary plot. 

3. Results 

3.1. Lexical bias 

The fine-tuned wav2vec2 encoder hidden states were analyzed for evidence of a Ganong-like 

lexical bias. Figure 2 visualizes the layerwise comparison used to determine whether the two 

continua differed as in Ganong (1980). A Ganong-like effect would appear as a shift between the 

two curves, indicating that the category boundary differs depending on lexical context. 



12 
 

 
Figure 2: The layerwise emergence of phonemic categorization in the fine-tuned wav2vec2, mapped via the 

relative /t/ similarity across an 11-step continuum. Results are shown for the CNN final layer and subsequent 

Transformer layers (T1–T12) for two stimulus continua: dash–tash (blue diamonds) and task–dask (red 

squares). A full-curve shift in the Ganong-predicted direction becomes apparent only at the final 

Transformer layer, with a midpoint shift (𝛥𝑥0) of 0.738. 

Figure 2 shows such a shift only in the final Transformer layer. To quantify this difference, 

sigmoid curves were fitted separately to the two continua in the final layer, following the procedure 

described in Section 2.5.2. Here, the parameter of interest was the midpoint (𝑥0), which reflects the 

category boundary. The midpoint shift was calculated as 𝑥0('dash-tash') − 𝑥0('task-dask') . 

Because the continuum was ordered from /d/ to /t/, positive values correspond to the direction 

consistent with Ganong (1980).  

3.2. Categorical bias 

The visual comparison of the similarity transitions for pre-trained wav2vec2 (Figure 3) and 

Whisper (Figure 4) suggests that the two models differ in how sharply their encoder hidden-state 

representations shift across the continuum. 
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Figure 3: Layerwise phonemic categorization for the pre-trained wav2vec2 model, quantified as the relative 

/t/-similarity across an 11-step continuum. Results are shown for the CNN final layer and subsequent 

Transformer layers (T1–T12) for two stimulus continua: dash–tash (blue diamonds) and task–dask (red 

squares). A progressive sharpening towards a categorical, sigmoid-shaped boundary at the middle of the 

continuum can be observed in the late Transformer layers (T11–T12), while early layers exhibit a more 

linear acoustic representation. 

 
Figure 4: Phonemic categorization across layers in Whisper, measured as the relative /t/-similarity across 

an 11-step continuum. Results are shown for the CNN final layer and subsequent Transformer layers (T1–

T12) for two stimulus continua: dash–tash (blue diamonds) and task–dask (red squares). A sigmoid-shaped 

curve is already visible in the first layer, and subsequent layers follow this pattern, with final sharpening in 

Transformer layers 11 and 12. 
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In both models, relative /t/-similarity increased across continuum steps, but the transition 

appeared more gradual in pre-trained wav2vec2 and more categorical in Whisper across most 

layers. To quantify this difference, sigmoid curves were fitted as described in Section 2.5.2, and 

the slope parameter (𝑘) was extracted for each of the 13 layers. Higher 𝑘 values indicate steeper 

transitions across continuum steps. The layerwise 𝑘 values were first compared visually (Figure 5) 

and then statistically using a paired-samples t-test, pairing corresponding layers between Whisper 

and wav2vec2. 

 
Figure 5: Comparison of layerwise sigmoid slope parameters (𝑘) between Whisper (purple circles) and 

wav2vec2 (grey squares). Higher 𝑘  values denote steeper, more categorical transitions across the 

continuum steps. Horizontal dashed lines represent the mean slope across all 13 layers for Whisper (purple) 

and wav2vec2 (grey), respectively. 

Whisper showed a higher mean 𝑘 value (M = 0.719) than wav2vec2 (M = 0.586). The mean 

paired difference was 0.132, 95% CI [0.052, 0.212]. This difference was statistically significant, t 

= 3.61, p = .004, indicating that the sigmoid curve was steeper overall for Whisper than for 

wav2vec2. A summary comparison is included in Table 1. That said, wav2vec2 showed a sharp 

increase in 𝑘 in the final layers, especially layer 12. 
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Table 1: Descriptive statistics of layerwise sigmoid slope parameters (𝑘) for Whisper and pre-trained 

wav2vec2. 

Model Mean SD Range 

Whisper 0.719 0.097 0.599–0.892 

pre-trained 

wav2vec2 

0.586 0.156 0.478–1.037 

 

Since the slope comparison depends on the quality of the sigmoid fits, MAE was also examined 

for each fitted curve. 

 
Figure 6: Layerwise Mean Absolute Error (MAE) of the sigmoid fits for Whisper (purple circles) and 

wav2vec2 (grey squares). Lower values indicate a closer fit of the data points to the estimated sigmoid 

function. Horizontal dashed lines represent the global (network-wide) mean MAE for Whisper (purple) and 

wav2vec2 (grey), respectively. 

MAE values were low overall, with a mean MAE of 0.036 for Whisper and 0.032 for 

wav2vec2 (based on /t/-similarity, thus ranging from 0 to 1). This indicates that the sigmoid 

function provided a reasonable fit for the observed similarity transitions. However, wav2vec2 

showed a noticeable increase in MAE in the final layers, around the same point where its 𝑘 values 

also increased sharply. This suggests that the late-layer increase in steepness should be interpreted 

with caution, as the fitted sigmoid curves were less accurate in these layers. 
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4. Discussion 

The initial aim of this thesis was to apply a Ganong-like design on neural ASR systems and test if 

they exhibit similar lexical-bias patterns. However, the clearest result was not a stable Ganong-like 

lexical effect, but a difference in categorical structure, as measured by fitted similarity transitions, 

between pre-trained wav2vec2 and Whisper. Although in the fine-tuned wav2vec2 analysis the 

final Transformer layer did show a modest midpoint (𝑥0) shift in the Ganong-predicted direction, 

this pattern was not stable across layers. In particular, layer 11 showed an unexpected shift in the 

opposite direction. Under the present methodology, the fine-tuned wav2vec2 results provide 

limited evidence for a Ganong-like lexical bias in the hidden state representations. 

This layerwise instability does not directly align with earlier findings, which showed that 

lexical information is most easily accessible in the middle Transformer layers of base pre-trained 

wav2vec2, peaking around layers 6–8 (Pasad et al., 2023). Regardless, this comparison is indirect, 

as the present study uses the fine-tuned model and measures a Ganong-like midpoint shift rather 

than general lexical information. The layer 11 reversal, however, may not reflect a meaningful 

reverse Ganong effect, but a late-layer reorganization of the phonetic-phonological space. 

ten Bosch et al. (2023) report a related paradox in which phone classification accuracy 

remains high in later layers, but the hidden-state organization becomes less phonetically 

interpretable. For example, early layers preserve an interpretable vowel-triangle organization, 

whereas later layers reorganize the vowel space into a more circular, convex pattern. The authors 

suggest that after CTC fine-tuning, wav2vec2 reorganizes what they call the acoustic-phonetic 

space in a way that supports classification but weakens classical phonetic structure. Hence, in the 

present study, layer 11 might reflect that the geometry of late layers has been reshaped for 

classification, making endpoint-based /t/-similarity less stable as a measure of lexical bias. 

This late-layer reorganization may also help explain why categorical structure in pre-trained 

wav2vec2 sharpens in Transformer layers 10–12. While wav2vec2 preserves the acoustic gradient 

in early and middle layers, it might shift toward representations useful for discriminating discrete 

speech units in late layers. This stands in contrast to Whisper, which showed significantly steeper 

categorical transitions, especially in early layers. Further, Whisper’s high 𝑘 values are not just a 

late-layer effect. 

One interpretation is that Whisper’s encoder-decoder setup encourages sharper category-

like structure earlier than wav2vec2, which is consistent with the fact that only the encoder hidden 
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states were analyzed. This might suggest that Whisper’s joint encoder-decoder training objective 

optimizes the encoder’s ability to transform acoustic input for downstream text decoding. 

Whisper’s sharper categorical transitions do not imply that the encoder collapses the continuum 

into discrete categories; the similarity trajectories still preserve gradual variation across continuum 

steps. 

The most significant limitation is the conceptual gap between the original Ganong task— 

which measures behavioral choices—and representational similarity analysis of ASR hidden states 

For example, an analysis of Whisper’s decoder representations was considered but not included in 

the final comparison. The main reason was that the decoder operates autoregressively over text 

tokens and therefore does not align directly with the encoder hidden states. Nonword responses 

also introduce additional token-alignment problems. A decoder-based analysis would therefore 

require a separate method for aligning token-level decoder outputs with the acoustic continuum 

while remaining comparable to the wav2vec2 encoder analysis. 

A second limitation is the small number of stimuli. Although the analysis was exploratory, 

the weak Ganong-like pattern suggests that multiple continua may be necessary to detect a reliable 

lexical effect in hidden-state representations. This may be especially relevant for fine-tuned 

wav2vec2, which does not include an explicit autoregressive language-model component; lexical 

effects may therefore be weaker or may emerge mainly at the output stage rather than in encoder 

geometry. Finally, the layerwise paired t-test for categorical structure should be taken as 

exploratory because layers are not independent observations. 

Future work could consider a more output-based analysis. Although this would lack the 

fine-grained layer-level detail offered by representational analysis, it would stay closer to the 

original Ganong design. Future studies should also include more continua and word–nonword pairs 

to test whether lexical effects can be detected more reliably. Finally, it would be useful to develop 

a decoder-based token-probability analysis for Whisper that could be compared with encoder-based 

analyses of both Whisper and wav2vec2. 

5. Conclusion 

The Ganong-like design applied here did not yield stable evidence for lexical bias in ASR hidden-

state representations. Instead, the stronger finding was a difference in categorical bias between 

wav2vec2 and Whisper: Whisper showed sharper similarity transitions across the phonetic 
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continuum. This suggests that model architecture and training objective influence the hidden-state 

representational space, rather than only final output behavior. These findings are exploratory and 

should be tested with a larger set of continua and word–nonword pairs. Future work should also 

examine decoder-based or output-based measures, especially for models like Whisper. Overall, 

hidden-state analysis offers a valuable approach for examining how neural ASR models organize 

ambiguous speech. At the same time, this work highlights the difficulty of mapping human 

psycholinguistic paradigms directly onto model representations. 
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